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Zusammenfassung

Gegenwärtig wird die Prozesssteuerung in der Automatisierungstechnik meist durch feste
Prozessparameter als Kompromiss über mehrere Anlagen hinweg oder durch Anlagenbedi-
ener geregelt, die oft auf Grundlage jahrzehntelanger Erfahrung intuitiv handeln. Einige
Anlagenbediener sind aufgrund gesellschaftlicher Entwicklungen, wie z.B. Akademisierung
oder verstärktem Wunsch nach Selbstverwirklichung, nicht in der Lage, ihr Wissen an die
nächste Generation weiterzugeben. Im Gegensatz dazu beinhaltet die Vision der Smart Fac-
tories intelligente Bearbeitungsprozesse, die letztlich zur Selbstoptimierung und Anpassung
an unkontrollierbare Variablen führen sollen. Um diese Vision der selbstoptimierenden
Maschinen konsequent umzusetzen, muss ein definiertes Qualitätskriterium automatisch
überwacht werden und als Rückmeldung für eine kontinuierliche, autonome und sichere
Optimierung dienen. Der Begriff sicher bezieht sich auf die Einhaltung von Prozessqualitäts-
standards, die immer eingehalten werden müssen. In einer sehr konservativen Branche wie
der Automatisierungstechnik sind keinerlei Risiken durch Zufallsexperimente zur Daten-
generierung im Produktionsbetrieb erlaubt, da z.B. ein ungeplanter Stillstand zu gravieren-
den finanziellen Verlusten führt. Darüber hinaus dürfen maschinengetriebenen Entschei-
dungen zu keinem Zeitpunkt eine Gefahr darstellen. Entscheidungen unter Unsicherheit
dürfen also nur dort getroffen werden, wo das Ausmaß der Unsicherheit als unkritisch ange-
sehen werden kann. Industrielle Anwendungen erfordern darüber hinaus eine Echtzeit-
fähigkeit in Bezug auf die Reaktion, um sicherzustellen, dass die notwendigen Maßnahmen
bei Bedarf rechtzeitig ergriffen werden können. Da in der Industrie oft wirtschaftliche As-
pekte für Entscheidungen ausschlaggebend sind, sollten auch notwendige Experimente z.B.
unter Laborbedingungen möglichst entbehrlich sein, während der Aufwand für die Integra-
tion in eine Feldanwendung möglichst niedrig sein sollte.

Ziel dieser Arbeit ist die wissenschaftliche Untersuchung der Integration von Lernrück-
kopplung zur intelligenten Entscheidungsfindung in die Steuerung von zu optimieren-
den, industriellen Prozessen. Um der Vision von selbstoptimierenden Maschinen näher
zu kommen, werden sichere Optimierungsmethoden für industrielle Anwendungen auf
Prozessebene untersucht und entwickelt. Bei der Erreichung dieses Ziels ist die Berück-
sichtigung der Restriktionen der Automatisierungsindustrie von erhöhter Bedeutung. Die
eigenen Beiträge adressieren mehrere Bereiche, darunter technische, algorithmische und
konzeptionelle Aspekte. Die algorithmischen Verfeinerungen sind wesentlich, um eine bre-
itere Nutzung der sicheren Optimierung für industrielle Anwendungen zu ermöglichen.
Sie ermöglichen z.B. die automatische Behandlung der meisten Hyperparameter und die
Lösung komplexer Probleme bei verbesserter Recheneffizienz. Außerdem wird der Kom-
promiss zwischen Exploration und Ausnutzung der sicheren Optimierung im hochdimen-
sionalen Raum verbessert. Um veränderliche Zustände, die über Sensordaten wahrgenom-
men werden, zu berücksichtigen, wird die kontextuelle Bayes’sche Optimierung so modi-
fiziert, dass die Sicherheitsanforderungen erfüllt werden und die Echtzeitfähigkeit gegeben
ist. Eine Softwareanwendung zur industriellen sicheren Optimierung wird als Teil einer
echtzeitfähigen Steuerung implementiert und interagiert mit beliebigen anderen Software-
modulen, um eine intelligente Entscheidung zu ermöglichen. Weitere Beiträge befassen
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sich mit Empfehlungen zu technischen Anforderungen mit Fokus auf Steuergeräte und
der konzeptionellen Einbindung von Maschinellem Lernen in die industrielle Prozesss-
teuerung.

Um die Anwendungsrelevanz und Machbarkeit der vorgestellten Konzepte zu verdeut-
lichen, werden im Rahmen dieser Arbeit reale Industrieprojekte realisiert, welche durch
ihre Vorbildwirkung die Skepsis abbauen und damit den Durchbruch selbstoptimierender
Maschinen einleiten sollen.

Schlüsselbegriffe — Sichere Optimierung, selbstoptimierende Maschinen, industrielle
Steuerungsarchitektur, Verstärkungslernen

x



Abstract

Currently, process control in automation technology is mostly regulated by fixed process
parameters as a compromise between several identically constructed systems or by plant
operators, who are often guided by intuition based on decades of experience. Some opera-
tors are not able to pass on their knowledge to the next generation due to societal develop-
ments, e.g. academization or increased desire for self-actualization. In contrast, the vision
of Smart Factories includes intelligent machining processes that should ultimately lead to
self-optimization and adaptation to uncontrollable variables. To consistently implement
this vision of self-optimizing machines, a defined quality criterion must be automatically
monitored and act as a feedback for continual, autonomous and safe optimization. The
term safe refers to the compliance with process quality standards, which must always be
maintained. In a very conservative branch such as automation technology, no risks whatso-
ever are allowed through random experiments for data generation in production operations,
since, for example, an unscheduled downtime leads to serious financial losses. Furthermore,
machine-driven decisions may at no time pose a threat. Thus, decisions under uncertainty
may only be taken where the amount of uncertainty can be considered uncritical. Addition-
ally, industrial applications require a guaranteed real-time capability in terms of reaction
to ensure that the actions can be taken in time whenever needed. Since economic aspects
are often crucial for decisions in industry, necessary experiments under laboratory condi-
tions, for example, should also be as avoidable as possible, while the effort required for
integration into a field application should be as simple as possible.

The aim of this work is the scientific investigation of the integration of learning feedback
for intelligent decision making in the control of industrial processes. The successful integra-
tion enables data-driven process optimization. To get closer to the vision of self-optimizing
machines, safe optimization methods for industrial applications on the process level are
investigated and developed. Here, considering the given restrictions of the automation in-
dustry is critical. This work addresses several fields including technical, algorithmic and
conceptual aspects. The algorithmic refinements are essential for enabling a wider use of
safe optimization for industrial applications. They allow, e.g., the automatic handling of the
majority of hyper-parameters and the solution of complex problems by increased computa-
tional efficiency. Furthermore, the trade-off between exploration and exploitation of safe
optimization in high-dimensional spaces is improved. To account for changeable states per-
ceived via sensor data, contextual Bayesian optimization is modified so that safety require-
ments are met and real-time capability is satisfied. A software application for industrial
safe optimization is implemented within a real-time capable control to be able to interact
with other software modules to reach an intelligent decision. Further contributions cover
recommendations regarding technical requirements with focus on edge control devices and
the conceptual inclusion of machine learning to industrial process control.

To emphasize the application relevance and feasibility of the presented concepts, real-
world lighthouse projects are realized in the course of this work, indented to reduce skepti-
cism and thus initiate the breakthrough of self-optimizing machines.
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Keywords — Safe optimization, automation technology, self-optimizing machine, indus-
trial control architecture, reinforcement learning
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Introduction 1
Applications of machine learning (ML) can be found in nearly every aspect of our daily
life. For example, algorithms recommend movies and music you are likely to enjoy. And by
understanding spoken words even in different dialects, the purpose of the sentence can be
matched with a database of information to answer your individual questions. These meth-
ods improve their performance by learning through experience. In this context, experience
is usually acquired through gathered data sets or through direct interaction of the method
with the environment. The enormous rise of ML approaches is particular duo to the grow-
ing amount of available data and advances in computer technology. Most applications allow
a certain risk of wrong decisions being made. However, some areas are more critical than
others, resulting in fewer applications in those areas. For example, the recommendation of
a song that the user does not like at all is much more accepted than the recommendation
of a chemical operation leading to a dangerous reaction. This circumstance also applies to
the automation industry, as errors can lead to massive financial losses.

Yet the conditions for the use of data-driven methods improved even in this conservative
area due to the growing number of sensors and the improved infrastructure with network-
ing at component and machine level. Current innovations in automation technology aim at
the seamless integration of manufacturing facilities into the production environment with
real-time data exchange. This trend in development includes production and resource plan-
ning, and shop floor management. Some complex systems now generate gigabytes of data
per second [GUR17]. The increasing data complexity opens up new opportunities to use
previously unknown information for benefits such as improved process quality or reduced
downtime. As manufacturing complexity increases, it becomes more difficult to optimize
process parameters with traditional control theory methods to achieve the best product
quality, process performance or plant uptime. Accordingly, intelligent manufacturing appli-
cations and agent-based implementations receive more attention due to their enormous po-
tential to increase efficiency and optimize the process [Zho+17]. For this reason, methods
of ML are increasingly investigated even in the conservative automation sector [Wei+19;
ZSB21] to contribute to industrial visions of the future as defined, for example, by the
initiative SmartFactory [Zue10]. Towards the same goal, several industrial demonstrators
are presented and used in this work, which are shown in Figure 1.1. In detail, 1.1C and
1.1D are even real automation systems, which are commissioned by the respective plant
operators all over the world.

Currently, most available software products for processing plants focus on data visual-
ization to improve system understanding, anomaly detection for predictive maintenance or
optical inspection solutions. For such open loop applications, the user takes the final deci-
sion, which limits the possible harm by a potential model mistake. To close the data-driven
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Figure 1.1.: Four machines are used to practically demonstrate benefits of the thesis’ contri-
butions. A is a robotic demonstrator to highlight the assets of edge controller
flexibility. B is a semi-automated Foosball table serving as industrial environ-
ment for virtual trained models. C and D are real-world production systems,
which optimize themselves independently with regard to their process quality
by applying novel concepts presented within this work.

control loop, the most widespread approach is the use of experimental history and the exe-
cution of models trained once using this history. For example, an optimizing control system
uses offline trained artificial neural networks (ANNs) to self-adjust cutting parameters like
feed rate for machining processes [PT14]. Since the optimal values of such parameters
depend, among other factors, on tool wear, the experimental history has to be compiled
extensively. To minimize this effort, new approaches of safely learning an optimal pol-
icy of a system through a minimal number of experiments are developed, which become
particularly relevant for real-world interacting applications of machines [Cha+18]. For ex-
ample, cooperative planners and reinforcement learning (RL) techniques are combined for
the learning of planning tasks with reduced risk [GRH13]. Even if such approaches receive
more and more attention [GF15], the safe optimization of manufacturing tasks is still a
largely unexplored research topic with predominantly high cycle times. Due to their com-
putational cost, current safe optimization approaches focus mainly on black-box problems,
which are expensive to execute [Ser+20].
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1.1 Vision of Self-Optimizing Machines

Industrial process control aims to operate a plant under safe working conditions and in con-
stant compliance with quality requirements. For this purpose, parameters are convention-
ally selected by an experienced operator or by rule-based readout from a data set created
by former experiments. But even the one-time design optimization during commission-
ing, which is state-of-the-art today, is not trivial and the representability of the executed
reference experiment affects its quality. Depending on the initial parameter setting, con-
ventional parameter optimization algorithms lead to different solutions for complex, real
tasks such as computerized numerical control (CNC) turning processes, which therefore do
not ensure convergence to the optimum [SAS01]. If the adjustment is successful and the
environmental conditions remain constant, the system will always provide a constant and
optimal performance. However, this assumption is not correct because of intrinsic effects
like tool wear and extrinsic effects such as varying boundary conditions (e.g. temperature,
humidity, raw material properties). These changes inevitably lead to deviations of the oper-
ating point and thus to a possible deterioration of the product quality to which the operator
must then adapt the system manually by his experience and expertise [Tho+18]. The ro-
bustness against the mentioned conditions and the ever-increasing request for production
flexibility is a challenge for machine designers [Chr92].

Continual Optimization

In contrast to the one-time optimization, self-optimizing systems continue adjusting them-
selves to improve the process during daily operation as well [IGD18]. The vision of the
smart factory includes intelligent machining processes, which will ultimately lead to self-
optimization and adaptation to uncontrollable variables [Kim+18]. For such an intelli-
gent controlling, actors operate following a system behavior function based on real-time
sensor data and information to ensure the best possible operating result [Qu+19]. The
self-learning of this system behavior function during operation is called continual, life-
long or permanent learning. According to the theory of self-optimizing systems, individ-
ual problems are solved by independent learning on each system. The self-contained self-
optimization is separated into three recurring steps [Gau+09; Kal58]:

1. Continual analysis of the current situation, taking into account previous changes and
the resulting observations of the environment,

2. determination of the system’s objectives, which can be specified or generated, and

3. adaptation of the system’s behavior, which became necessary by changed conditions
to ensure production quality.

There are various strategies of autonomous self-optimization to achieve a given goal un-
der changing environmental conditions and requirements [Mag+12; Sch+13]. They are
generally defined by the ability to autonomously react not only to changing environmental
conditions, but also user interventions and system actions.
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Process Quality Optimization

The majority of modern control systems use static methods that do not focus on the direct
current optimization of the production quality. However, in order to maintain the focus in
the long term, objective functions or quality criteria can be defined for optimization during
operation. Quality is a production-specific term that can include not only the manufactured
products, but also the process in its own (e.g. energy consumed, produced waste, required
time per task). To enable such an optimization towards production quality, the systems re-
quire knowledge about the manufacturing process [Per+16b]. However, in-process quality
measurement is a challenge that cannot always be achieved in a sufficient time frame. Every
quality measurement that has to be performed by a person and therefore cannot take place
during processing is a so-called offline measurement and cannot be used for fully automated
self-optimization. Hence, applications such as laser cutting, milling, and injection molding
are problematic, since the quality of the respective production cannot be monitored during
processing without additional sensors and engineering efforts [Klo+17]. Instead of a direct
quality optimization, the quality can be estimated from existing signals based on surrogate
criteria correlating with the quality, which is also known as virtual sensor [Ral+02]. In
the recent past, approaches for quality controlled manufacturing systems have been inves-
tigated [Tho+18]. For example, productivity of weaving has been increased by 17% using
quality based self-optimization in contrast to conventional control method [GSG15]. Fur-
thermore, rule-based adaptation can be used as a primary level of intelligence [Var+16].
Unfortunately, such approaches are application-specific, not generic and require significant
engineering to adapt to other areas. Nevertheless, this indicates the enormous potential of
self-optimization in industry, as studied by Iwanek et al. [IGD18]. Historically, innovations
in industrial control technology have led to significant productivity growth three times, also
known as industrial revolutions. The automated self-optimization of systems to changing
environmental influences can be seen as the fourth major innovation in industrial control
technology [Per+16b] following on the previous ones:

• Manual control of machines since the end of the 18th century,

• usage of stencils or cam discs since the beginning of the 20th century and

• numerical control since 1960.

Like any other automation, the degree of necessary human interaction with the system
can differ and must be identified according to defined levels [SV78]. While machines au-
tonomously adjusting themselves would be the highest level of automation, adjustment
recommendations with required human approval are a lower, but more widespread level.
For example, an anomaly detection in industry is most often used to indicate necessary
inspection by experts. In terms of self-optimization, the system could serve as decision
support through visualization [Sch+13]. Even if it is perhaps still difficult to imagine that
technical systems without the assistance of humans can optimize themselves independently,
it is exactly what is desired for continual adaptation, instead of always asking for assistance.
However, standard heuristic and RL approaches do not guarantee performance or safety for
self-optimization [Mag+12] and require human supervision. In order to consistently realize
the vision of self-optimizing machines [Möh+20; Rau20; Per+16b], systems are required
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that automatically monitor a defined quality criterion and optimize themselves continually,
autonomously and safely.

1.2 Restrictions in Automation Industry

Preventing damage to human workers and also to the plant itself has the highest prior-
ity, which led, for example, to the introduction of safety zones. Here, whenever a person
comes too close, an automatic shutdown of dangerous movements is triggered. Similarly,
machine-driven decisions should at no time harm humans or result in material damage.
Furthermore, automation is driven by the pursuit of efficiency, leading to strong restric-
tions regarding the avoidance of efficiency losses (e.g. downtime) as far as possible. Thus,
decisions under uncertainty may only be taken where the uncertainty can be considered
uncritical. This restriction affects ML-applications in their freedom of interaction. Addition-
ally, industrial applications require a guaranteed real-time capability in terms of reaction
time to ensure that the calculation results are available when needed and that necessary
actions can be taken in time. In more detail, this means that after each time cycle of
the controller, each control variable has to be assigned a defined value. With data-driven
algorithms, the processing time of a reaction to a task is much more variable than with
non-recursive rule-based approaches.

Regarding production quality standards, each execution must be reproducible under
equivalent test conditions. This restriction allows to reassess the obtained results at any
given time. Depending on the industry, the used parameters are even required to be stored
for each product. To enable data-driven learning during production, the diagnosed quality
of each executed experiment must be assigned to a known parameter setting and environ-
mental condition. In this way, the observational knowledge can be included for model
updating. Especially in mass production, the assumption cannot always be fulfilled at the
individual product level.

To keep the predictability of data-driven decisions valid, the learning algorithms are
required to be able to vary individual parameters of the experiment independently. In this
way, effects can be studied separately. Thus, for the operator, an algorithm must have at
least the knowledge about a change of other parameters, which it cannot access, to ensure
predictability.

1.3 Goals and Outline

The main objective of this work is to scientifically investigate the integration of learning
feedback for intelligent decision making at the process level in industry. This purpose in-
cludes to make recommendations regarding technological and methodological feasibility.
Furthermore, one goal is to reduce the necessary project costs related to the realization of
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data-driven applications in order to enhance the feasibility of ML solutions in process opti-
mization. This reduction could be achieved by avoiding laboratory experiments or imple-
mentation efforts. By enabling machines to automatically and safely optimize themselves
while complying with the restrictions of the automation industry, many of such compli-
cations can be circumvented. Accordingly, a safe optimization for industrial applications
should be adapted in such a way that it requires only minimal setting effort and can be
used for complex processes as part of a control system. On this basis, the vision of self-
optimizing machines should be as simple and scalable as possible, and involves as little
effort as possible. At the end of the thesis, it should be clarified how plant operators can
use the potential of ML to enable their machines to become self-optimizing while meeting
the requirements of automation technology.

To emphasize the application-orientation and the feasibility of the presented concepts,
several exemplary projects are implemented in the course of this work. These projects
include a Cartesian robot demonstrator (Figure 1.1A), an automatic straightening machine
for saw blades (Figure 1.1C), a large handling system for logistics tasks (Figure 1.1D), and a
semi-automated Foosball table with industry components (Figure 1.1B) serving as gamified
use case.

1.3.1 Research Questions

As thoughtful selection of research questions enhance the process of gap-finding and
problem-solving, five questions are raised below that, by virtue of their formulation, pro-
mote multiple ways of research: Knowledge, framing, and design [TDA19].

Q1 What will be the role of an industrial control unit within data-driven projects in the

future?

As the integration of ML feedback into process control requires execution and since in-
dustrial processes are traditionally controlled via control units, this question is essential
for widespread realization. Accordingly, the answer will go beyond process optimization
applications and is referring to a rather general question in the context of data use in
factories.

Q2 How should the industrial control be constructed to enable a closed learning loop?

To achieve the goal of industrial process optimization using ML methods, interactive
learning with the environment will be necessary. The second question is therefore more
specific and aims to clarify whether, and to what extent, intelligent process optimization
is already technologically feasible in the industrial environment.

Q3 What ML methods can be used in industrial process interaction for optimization?

Due to the large amount of different ML methods, it is first necessary to identify suitable
methods for the industrial restrictions and to determine which class of methods really
has the potential to interactively influence a process in a highly sensitive application
area such as automation technology.
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Q4 How can a ML model be prepared before field interaction begins, so that the effort

required for individual data-driven process optimization projects is minimal?

As there is only limited acceptance of project costs with uncertain outcomes in the in-
dustrial sector, the answer to this question is particularly relevant in order to exploit
the potential of ML methods in process optimization in the long term and not just for
occasional projects.

Q5 How can an industrial process be continually optimized during daily production with-

out violating process quality standards?

If it is possible to learn continuously in industrial environments without violating con-
straints, then process control can be continually adapted to achieve optimum process
quality. Answering this final question is thus connected with the empowerment of self-
optimizing systems, and is to be regarded as the methodical realization of the target
vision described in Section 1.1.

These research questions will be answered in the course of this thesis in order to achieve
the goals of the scientific investigation. Following the problem-centered approach of the
design science research process [Pef+07], each artifact designed or developed is evaluated
based on an appropriate demonstration. Depending on the outcome, each evaluation step
can lead to a new design/development iteration or even to a new objective. Finally, the
obtained domain-specific knowledge is communicated via peer-reviewed publications. This
communication step can also help to generate new ideas and thus initiate the next iteration,
triggered by discussions with the scientific community at conferences, for example.

1.3.2 Document Structure

To present the content of the scientific elaboration in a reliable, sequential form, the doc-
ument is divided into two parts, see Figure 1.2. In the first part, the foundations for the
subsequently described research are presented.

Chapter 2 – Decision Making with Learning Feedback: Providing an introduction
for the broad readership, this chapter will guide them into the related fields of ML for
data-driven interaction. The potential regarding industrial usage of each field is analyzed
and finally compared for the goal of decision making with learning feedback in industrial
environments. The advanced ML expert with working experience in industry might skip
some sections of the chapter.

Chapter 3 – Theoretical Background and Related Methods: Based on the com-
parison of the prior chapter, this chapter covers the background and related methods re-
garding the methodological research in the main part of the document. To understand the
challenges of this thesis in-depth, it is recommended to read the chapter carefully.
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1. Introduction

I. Foundations
2. Decision Making with Learning Feedback

3. Theoretical Background and Related Methods

II. Own Work

8. Discussion and Outlook

5. Automation Technologies Enabling Self-Learning Machines

4. Selected Approaches of Intelligent Process Optimization

6. Simulation-Based Training for Real Process Control 7. Safe Optimization for Continual Learning

Figure 1.2.: The roadmap of the thesis is divided into two parts. Some chapters are built
on other chapters (indicated by arrows), and for a good comprehension it is
recommended to read the thesis accordingly.

Chapter 4 – Selected Approaches of Intelligent Process Optimization: Within
this short chapter, selected industrial projects of applied research in self-optimization are
presented concluding the fundamentals part. The overview of applications is not intended
to be exhaustive and serves the purpose of better classifying the scope of own work. Each of
the projects introduced there can be improved in at least one aspect by the presented work.
In this way, the scientific gap, which is addressed by the work, is clarified in a practical
way.

The second part covers the author’s own work, in which each chapter contains its own
introduction and the discussion of its results.

Chapter 5 – Automation Technologies Enabling Self-Learning Machines: Here,
solution architectures and the central role of an industrial controller in data-driven projects
are studied. A novel and flexible control architecture is presented to enable industrial con-
trol units to fulfill any combination of the elaborated roles within such projects. Further-
more, solution architectures are analyzed for the usage of continual process optimization.

Chapter 6 – Simulation-Based Training for Real Process Control: Addressing
the issue of data-inefficiency during learning, this chapter presents an approach of virtual
pre-training for a ML model before its deployment to the real industrial drive and control
system. Based on the processing of an exemplary project, the practicability is evaluated for
the purpose of scalability.

Chapter 7 – Safe Optimization for Continual Learning: Covering the main part of
own contributions, this chapter provides information about several algorithmic extensions
to enable safe optimization within industrial environments for continual learning. Finally,

8 Chapter 1 Introduction



the appropriate algorithms will ultimately be embedded in corresponding solution archi-
tectures in order to present a consistent concept for the realization of the target vision of
self-optimizing machines. This also includes the claim of a simplified usability and scalabil-
ity.

Chapter 8 – Conclusion: The final conclusion discusses the research questions based
on the results, taking a step towards a comprehensive ML-driven industrial process opti-
mization.

1.3.3 Diversity of Related Work
Since the scope of this interdisciplinary work includes engineering, algorithm development
as well as automation technological aspects, the related work is diverse. As a consequence
of this diversity, the related work of each segment is presented where it contributes most to
the readability and comprehensibility of the document.

Three ML classes of interactive decision making are introduced in Chapter 2 and com-
pared for their potential in industrial process control. The methodological background
of two addressed classes is presented in Chapter 3. In addition, Section 7.1 provides
more detailed information about the related work regarding the safe optimization of high-
dimensional problems in specific.

Chapter 4 is most informative from a point of view concerning concrete applications of
intelligent process optimization in industry. Here, three related projects of self-optimizing
systems are analyzed more in detail leading to a definition of the scientific gap addressed
within this work. The technical state-of-the-art regarding solution architectures for data-
driven process optimization is presented in Section 5.2.2. Section 6.1 provides information
about previous work with similar demonstrators like that one used in Chapter 6.

1.4 Contributions
Besides the technical analyses and recommendations regarding industrial control technol-
ogy, the contributions are mainly of algorithmic nature. Safe optimization methods are
enabled to learn continual in daily operation and directly at the real machines. Their pa-
rameter setup is simplified by adaptive approaches and iterative scaling techniques. In
addition, their balancing between learning and performing is improved for complex ap-
plications by adequate sub-space sampling. The conceptualizations for incorporating the
methods into industrial control architectures and their validation completes the scope of
this work.

All scientific contributions of the present work serve the goal of increasing the potential
of ML methods for industrial process optimization and their dissemination. In achieving
this goal, the restrictions of the automation industry have an increased importance. At the
beginning of each chapter within the own work part of this thesis, the contributions to be
found there are described in more detail.
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Part I

Foundations

„We are like dwarfs perched on the shoulders of giants.

— Bernard of Chartres
(Philosopher)





Decision Making with
Learning Feedback

2
Process control can be described as interactive decision making based on observations. In
contrast to static rule-based approaches, observations before and after the interaction can
be used as a feedback for decision making to improve future decisions. Thus, to achieve
the goal of self-optimizing processes, the requirements include learning feedback and an
interactive decision making. In this chapter, the most common classes of interactive ML
methods are introduced. They are united in the property of exploring and understanding
the objective over time, known as exploration, and the aim to find an optimum, known as
exploitation. Even if these tasks seem contradictory, both are required to be solved to ensure
the optimization of the problem: While exploitation describes the exploiting of knowledge
for the short-term benefit, exploration improves the knowledge for the long-term benefit.
Thus, a trade-off between exploration and exploitation is desired.

Toy example for the exploration-exploitation dilemma: Imagine you’ve never had
ice cream before. The first time you visit an ice cream parlor, you eat chocolate because
everyone likes chocolate. A few days later on your second visit you have to make a decision:
Do you choose the chocolate ice cream that you enjoyed the last time (exploitation) or do
you try a different flavor to discover a new favorite (exploration) [CMY07; Cog+17]?

For the interested reader from the field of control engineering, this can be described as
a conflict between system identification and control [Wit76], which is particularly chal-
lenging when it occurs simultaneously under uncertainty. Solutions for self-optimizing
processes must have characteristics of RL, since the right decision for complex processes
is at least partially unknown, which is the motivation for the use of data-based methods. In
contrast to instructive feedback, which indicates the best decision (e.g. labeled pictures for
supervised learning), evaluative feedback is obtained, indicating how good a decision was
(in the absence of knowledge whether the decision could have been better or worse). The
following fields deal with decision making and the usage of evaluative feedback.

2.1 Active Learning
Active learning [Set09; Ton01] aims to gain maximal information of an objective with
as little data as possible. Besides classical system identification by suggesting the next
observation, active learning is often used to reduce the costs of labeling training data for
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supervised classification problems. Unlabeled data with high expectation of information
gain is selected as query to be labeled by an oracle (e.g. human annotator) and then used
to further train the classification model, see Figure 2.1. Basically, three main types of active
learning can be distinguished: Stream-based selective sampling [ACL90] is used to let the
learner decide if the next observation is worthy to be labeled. Pool-based sampling [LG94]
selects a subset of data to be labeled from a larger unlabeled data set. Membership query
synthesis [Ang88] is probably the most fascinating method in active learning because the
learner artificially generates data and asks the oracle what this data means.

oracle

active
learning
loop

prediction
loop

active learning
model

labeled data 
for learning

selected or generated
unlabeled dataoracle

example:

model

environment

Figure 2.1.: Within the active learning cycle, the model selects or even generates unlabeled
data, which is most informative to learn from. An oracle, e.g. human annotator,
evaluates the data and provide an associated label to the next learning iteration.
The quality control example illustrates how the model interacts for learning to
improve its prediction accuracy.

For industrial applications, active learning with stream-based selective sampling ap-
proaches is interesting to reduce the data to be labeled by experts. Since the quality of
labeling depends on various factors such as motivation [Ras+06], it is essential to label
only valuable data and see immediate learning progress. Furthermore, active learning can
be used to efficiently gain system understanding by suggesting the next experiments.

2.2 Associative Search

To understand associative search, the fundamental bandit problem is explained and then
extended to the more complex case of contextual bandit problems. Associative search meth-
ods try to solve the latter ones.

Bandit Problems: Inspired by the slot machines in casinos, the problem arises, which of
the slot machines leads to the largest total payout. Known as bandit problems [Tho33], they
are defined by a single, recurring situation in which the decision maker has a finite number
of actions to choose from. Each action has an unknown underlying distribution, which,
when selected, results in a reward. The goal is to determine the action with the maximum
expected sum of received rewards. Bandit problems, also known as sequential design of
experiments in statistics [Rob52; Bel56], can be found in many real-world scenarios such as
medical treatment studies, scheduling or optimization of controllers [SB18]. Since learning
does not involve acting in more than one situation, it is ideal for studying the need for
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exploration leading to long term exploitation [Rob52; LR85; BF85]. Even though it has
already been well understood for a small number of decision options, bandit problems
with a large range of decisions remain an active research topic [SB18] thanks to lucrative
application possibilities such as web advertising: Which advertisement should be placed
where in order to be clicked most frequently.

Contextual Bandit Problems: For common bandit problems, the circumstances of a
situation are not taken into account in the chosen action. However, one wants to choose
different action in different situations when external influences are involved, which is often
the case. For example, the casino’s slot machines from the previous example might have
different odds of winning during a rush hour at a certain time of day. In literature, this vari-
ation is referred to as a non-stationary bandit problem [Aue+02] with shifting [Aue02],
but there may be influences other than time. Here, the bandit problem is associative and
the optimal actions depend on the situation, more precisely on the context of the situa-
tion. Based on such context vectors and the received rewards in response to the performed
actions, collecting enough information about their relation is the learning goal [LZ08] of
interacting with the environment, see Figure 2.2. Such associative search tasks, also known

context, state or
observation

action

agent

immediate
reward

environment

example:

environment

process quality 1
90%agent

process 1
80%

process 2
90%

process 3
20%

process quality 2
80%

process quality 3
93%

process 1
28°C, 1 bar, 16 mm

process 2
24°C, 1 bar, 21 mm

process 3
27°C, 2 bar, 10 mm

Figure 2.2.: For contextual bandit problems, the agent makes an action based on the given
context (depending on field also called state or observation) of the environ-
ment. This action results in an immediate reward and may affect a later con-
text. After each iteration the agent learns by its new experience. The example
illustrates how an agent interacts over multiple process executions affecting
the immediate reward signal, which is iteratively received.

as contextual bandits [Li+10; SB18], link the actions taken with the previously found con-
text to learn functions, which map the specific actions for each context [Aue02]. Thus,
the goal of learning is obtaining a function π∗ that chooses the best action maximizing the
expectation of immediate reward r̂(a, z) from context z after taking action a:

π∗(z) := arg max
a∈A

E[r̂(a, z)] (2.1)

In RL, this mapping is called agent strategy or policy, which can be a simple lookup table
or a complex search process requiring extensive computation. For explanatory purposes,
the terms agent, environment, and action can also be assigned as controller, system, and
control signal (e.g. in engineering). The former terms are preferred in the following. The
possibilities of data-driven interaction with contextual bandits leads to multiple real-life
applications [BR19], often as recommender system (e.g. music, movies, advertisement).
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2.3 Full Reinforcement Learning

The full RL problem is closely related to the contextual bandit. While both aim to gain
information about the optimal policy for each context, the difference comes with the reward
signal: Contextual bandits take only the immediate reward for the last action into account,
whereas full RL considers that the next reward can be based on all former actions because
the following states are affected. This makes each full RL problem describable by a finite
Markov decision process (FMDP) and particularly interesting for sequential decision tasks.
The best known examples are the mastering of strategy games like chess or Go [Sil+16;
Sil+18]. In the following, RL is used as a reference to full RL and associative search. Since
the field of RL is comprehensive, some distinctions of approaches are presented.

context, state or 
observation

action

agent

cumulative
reward

example:

environment

environment

process step 1
28°C, 1 bar, 16 mm

process step 2
41°C, 3 bar, 16 mm

process step 3
34°C, 5 bar, 14 mm

process step 1
80%

process step 2
90%

process step 3
20%

process quality
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Figure 2.3.: For full RL, the agent makes an action based on the given state of the environ-
ment. This action results in rewards and affects the next state and thus the
following possible rewards. Based on the cumulative reward and the history
of made actions, the agent learns. The example illustrates how an agent inter-
acts over multiple process steps affecting the next state and finally receives the
cumulative reward signal.

Model-Based and Model-Free Methods: In RL, a model refers to a function, which
predicts state transitions and rewards. Most often, the agent has to learn the model from
experience. This can lead to models that differ significantly from the ground truth, result-
ing in large differences between the performance of the agent within the model and the
performance of the agent when interacting with the true environment. Thus, providing a
good model is a fundamental step and learning it from experience can be hard. If the agent
wants to maximize the expected reward only from real experience, this is called model-free.
In this case, the agent has no expectation about the following state, but expects the greatest
cumulative reward.

On-Policy and Off-Policy Methods: The interacting policy of an agent on which the
decisions made are based on is called behavior policy. If the insights gained are to lead
to improvements of the actual behavior policy, this is referred to as an on-policy method.
In contrast, off-policy methods evaluate policies that do not comply with the used policy.
Whenever the value to explore is same to the value to exploit, on-policy methods are recom-
mended. However, when the exploration is limited, offline learning with off-policy methods
can be a reasonable choice.
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2.4 Comparison and Summary

Decision making with learning feedback can take place on different levels. For active learn-
ing, the level of real-world interaction is quite low compared to RL methods, because
the learning feedback requires supervision (most often by domain experts in industrial
projects). RL can provide real-world interactions on a higher level. Unfortunately, these
methods are less data-efficient, which is the reason for the relatively slow adaptation to
non-stationary data of the more complex full RL. In contrast, contextual bandits have less
of a problem with changes over time due to probabilistic considerations. Nevertheless, algo-
rithms generally perform better when the data is stationary. Table 2.1 contains information
about the categories compared in this chapter.

Table 2.1.: Active learning, associative search and full RL are compared in relevant terms
for interacting with a real environment. The potential of the interaction is high-
est for full RL, but the methods are not data-efficient and therefore slow in han-
dling non-stationary data. Associative search is a good compromise between
active learning and full RL, enabling a moderate level of real-world interaction
and data efficiency.

Type
Level of real-world
interaction

Data efficiency
Handling of non-
stationary data

Active learning - ++ -

Associative search + + +

Full RL ++ - -

2.4.1 Suitability for Self-Optimization in Automation

Active learning is not appropriate to enable automated self-optimizing machines, because
the feedback loop and the decision making should be fully automated. Even if this com-
bination might be executed for gaining system understanding, active learning is not goal-
oriented to lead to an optimized process control.

In general, control variables can be manipulated parameters depending on the environ-
mental behavior, which remain constant during the process execution or are changed vari-
ably during the process. While the latter describes a full RL task (Section 2.3), the former
is an associative search task (Section 2.2). Thus, the potential of these methods is signifi-
cantly higher for optimization since a goal is given, e.g. in form of maximizing rewards. RL
approaches take actions in which the outcome is uncertain in order to improve the policy in
the long-term. However, uncertainty cannot be tolerated in many real-world environments
like the automation industry because of potential worst-case scenarios such as downtime
caused by an agent’s exploration decision.
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Associative search tasks are a preliminary stage to full RL. They share the learning of
a policy with the difference that every experiment is self-contained after an action. Since
most tasks in production are repetitive, their optimization can be transformed into con-
textual bandit problems with immediate rewards for each cycle. Due to the online model
adaptation under consideration of historical decisions, solving contextual bandit problems
has the potential of avoiding catastrophic forgetting [BR19] and enabling continual, or life-
long, learning. Despite the enormous potential of self-optimizing machines, there are so far
rarely online learning methods for contextual bandits in production systems [JMR20]. This
is most likely because of the risk taking suboptimal actions to learn from, which can occur
depending on the chosen method [Wan+18; OR17]. In contrast to these methods, the later
introduced methods fulfill the industrial safety formulation.

Gheibi et al. [GWQ21] studied 109 articles on self-adaptive systems and found that RL
is the most common class of learning algorithms for continual policy adaptation. Further-
more, the application domain most often used for self-adaptation to improve qualities is the
domain of cyber-physical systems, which underlines the relevance of the present work. In
addition to associative search, the industrial usage of full RL for more complex applications
in automation is also investigated.

Accordingly, associative search (for repetitive tasks) and full RL (for more complex in-
dustrial use) approaches are investigated regarding their usage in automation technology.
Since model-based methods are not well suited for the desired requirement of simple appli-
cation, these methods are less considered in the following.

2.4.2 Safety Formulation in Automation

Minimizing uncertainty of decision making with learning feedback is essential in real-world
tasks. The question arises how the exploration of something unknown can be safe at all.
Without mathematical assumptions and prior knowledge about the problem to solve, safety
cannot be guaranteed (not even by a human agent). In the opposite case, one can first
make careful experiments around an already known point within safety tolerances and
expand one’s knowledge. Another challenge is the definition of safety, which depends on
the environment and the optimization goal. Therefore, it is desirable that the mathematical
assumptions regarding the problem and description of safety are easy to formulate for a
user without specialization in ML, even with limited prior knowledge about the underlying
objective function.

Toy example for safe exploration: Let’s recall the example of choosing between the well-
known and delicious chocolate ice cream or unknown flavors. Choosing a different flavor
with related ingredients to the already known ice cream is a safe choice, so the ice cream
will most likely taste good and your knowledge of ice cream varieties will increase without
the risk of buying ice cream you don’t like. Thus, Stracciatella seems to be a good way to
explore safely, for example.
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Safety in Full Reinforcement Learning Problems: Research efforts regarding safe
exploration of FMDP [MA12; TBK16] aim to enable solving full RL problems safely. In full
RL, the optimization criteria can be modified to take into account the risk of an action and
thus aim for safer decision making. An alternative is to exclude from the decision making
process those exploration actions which can lead the system into undesirable or even catas-
trophic situations [GF15]. Thus, safety can be formulated in different ways. For example,
Lyapunov functions [KG02] can compute the region of attraction and ensure Lyapunov sta-
bility [Ber+17; Cho+18]. However, the definition of an adequate Lyapunov function is
not trivial and cannot be determined with certainty unless the system is well understood.
For safe exploration, safety can also be formulated with reachable sets [FA04; Aka+14;
Fis+18; FFT19], which is more appropriate for applications like collision avoidance. De-
pending on the application, the definition of the desired safety and the optimization goal
greatly affects the setup of a suitable method. Therefore, fundamental requirements such
as good communication between domain and algorithm experts must be fulfilled for each
project.

Safety in Contextual Bandits Problems: In contrast to full RL, the formulation of
safety in contextual bandit problems is easier, as only the immediate reward is associated
with the reaction in a specific context. Here, three types of safety can be defined. First,
aiming for a safe optimum and allow unsafe evaluations while learning [GSA14; Her+16].
Second, so-called conservative methods [Wu+16; Kaz+17; JMR20] define safety as an im-
provement of the cumulative reward and also allow unsafe evaluations. Third, each action
should not violate specific constraints of the environment. Only the third type of safety def-
inition is suitable for most industrial self-optimization settings, since the production should
constantly provide satisfactory, near-optimal performance under a high level of safety con-
ditions. These constraints depend on the application and can ideally be quite intuitive. In
general, the constraints are linked to the environmental output of the action, i.e. most
simply to the fulfillment of a minimum reward or an additional metric such as a maxi-
mal limitation of energy consumed for the action. Under this assumption, the safety of
an action within a certain context can be predicted by estimating the associated environ-
mental response based on prior knowledge about the previous combinations of context and
action.
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Theoretical Background and
Related Methods

3
This chapter contains information about the theoretical background, which serves as a
methodological basis of the author’s own work. For this purpose, the chapter is separated
into two sections. First, the required methods of safe optimization are presented to finally
solve associative searching tasks under safety conditions. Second, the methodological state-
of-the-art with regard to full RL is introduced.

Exploration versus Exploitation

The trade-off between optimal exploitation and exploration has been studied for decades
[Thr92] and still requires attention whenever RL is applied. Probably the simplest approach
to combine exploitation and exploration is the epsilon-greedy strategy, leading to a greedy
exploitation with probability 1 − ϵ and a randomly selected action with the probability ϵ.
This satisfies the need for exploration. By giving recent rewards with higher importance
than old rewards, non-stationary problems can be tackled as well. However, such methods
only work well if the environment changes slowly over time. Interactive ML methods can
also incorporate additional factors to create an artificial curiosity [Sch91; OKH07]. Here,
the learning progress is used to derive rewards that promote exploration. This intrinsically
motivated exploration is performed with the aim of long-term exploitation.

Additionally, Thompson sampling (TS) [Tho33] should be mentioned as an early ap-
proach to address the exploration-exploitation dilemma by choosing actions that maximize
the expected reward. An estimate of this expectation arises from past actions. Several
approaches within this work are rooted in the idea of carrying out promising actions and
discarding rather insignificant experiences.

3.1 Safe Optimization for Associative Search

This section covers the fundamentals of Gaussian processes and the underlying theory of
Bayesian optimization, which is required to understand the principle of safe optimization.
In contrast to other methods, Bayesian methods have advantages in solving problems due
to their probabilistic approach [RW06]. The particular advantage for the purposes of this
thesis is the uncertainty estimation of a prediction. This estimation can be used for state-
of-the-art safe optimization methods, which are introduced in this section. These methods
aim to solve the general optimization problem of a multidimensional nonlinear objective
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function f(x), so that a safety constraint is guaranteed during the n iterations of optimiza-
tion[Sui+15]:

max
x∈X d

f(x) s.t. f(xi) ≥ fmin ∀i = 1, 2, .., n. (3.1)

The given maximization problem can also be transformed into minimization problems ac-
cording to the application. Furthermore, the constraint does not necessarily have to be
linked to the objective. Since f(x) is unknown, a non-linear function has to be assumed.
A further assumption is that the objective function has to be a member of a reproducing
kernel Hilbert space within the limitations of the optimization space. By having bounded
norm in this space, the smoothness to the kernel can be measured so that Gaussian pro-
cess regression can be applied [TBK19]. Moreover, Lipschitz continuity is assumed for the
objective function, so that further information can be obtained by appropriately careful ex-
ploration based on previous experiments. Without this assumption, even small steps caused
by sensor noise could lead to large deviations, making safe exploration impossible.

3.1.1 Gaussian Process Regression

One can assume that each function value f(x) is a random variable and that a finite number
of N values follows a joint Gaussian distribution [RW06]:

[f(x1), f(x2) . . . f(xN )] ∼ N (m(x1), m(x2) . . . m(xN ), σ(x1), σ(x2) . . . σ(xN )) . (3.2)

Such a joint distribution of all random variables is a distribution of a Gaussian process (GP),
which is in other words a distribution over functions. For regression, the GP is obtained by
multiple generated sample functions, each fitting the prior measurement points (x,y), so-
called observations, of the true f(x). Gaussian process regression (GPR) can predict a mean
and variance of the Gaussian normal distribution for any x of the approximated unknown
function. The distribution over functions is specified by its mean and kernel:

f(x) − m(x) ∼ GP(0, k(x, x′)). (3.3)

By setting a prior mean function m(x) for the distribution, one can adjust the average
value over the generated sample functions. In other words, m(x) is the expectation of an
unknown function, which is most often assumed to be zero in the absence of any prior
knowledge:

m(x) = E[f(x)]. (3.4)

Different kernels k(x, x′), also called covariance functions or covariance kernel, can be
selected to define the covariance of any two function values f(x) and f(x′) with specific
smoothness and periodicity modeling properties:

k(x, x′) = E
[(

f(x) − m(x)
)(

f(x′) − m(x′)
)⊺]

. (3.5)
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The kernels affect the generalization of the GP model and how it extrapolates to novel data
by building the N × N covariance matrix Σ:

Σ =


k(x1, x1) · · · k(x1, xN )

...
. . .

...
k(xN , x1) · · · k(xN , xN )

+ σ2
noiseIN . (3.6)

Please note that the observation noise σ2
noise should be included in the definition of the

covariance matrix. IN is the N × N identity matrix. By the prior knowledge obtained from
observations, the result y∗ of any previously unseen values x∗ can be predicted:[

y
y∗

]
∼ N

([
m

m(x∗)

]
,

[
Σ Σ∗

Σ⊺
∗ k(x∗, x∗)

])
, (3.7)

with Σ∗ = [k(x∗, x1), k(x∗, x2) . . . k(x∗, xN )] as the covariance matrix between the test and
training data, and the mean value vector m = [m(x1), m(x2) . . . m(xN )]⊺. This prediction is
a posterior process distribution with mean value and an uncertainty in form of variation:

µ(x∗) = Σ⊺
∗Σ−1y, (3.8)

σ2(x∗) = k(x∗, x∗)Σ⊺
∗Σ−1Σ∗. (3.9)

The less is known about a certain x∗, the greater is the uncertainty and accordingly the vari-
ance σ2(x∗). An example of GPR is provided in Figure 3.1. The so-called Kriging surrogate
models [Sac+89], originally used in geostatistics [Cre90], can be seen as the possible break-
through of GPR within ML. They are most commonly based on GPR [RW06], estimating the
uncertainty of each predicted point and updating the model by adding gained knowledge
about new observations for the most promising candidates to efficiently optimize an objec-
tive. They can be used across disciplines, e.g. for modeling geographic terrains [Vas+09],
sensor networks [YKS13], or battery conditions [ROH17]. Lately, GPR has become partic-
ularly interesting for the estimation of the potential action uncertainty [Sui+15; TBK16;
BSK16; Wac+18; Fis+18; Kir+19a; ZBS20] contributing to the interdisciplinary interest of
safely solve problems by online learning [KB17; Li+20; Khe20].

Radial Basis Function Kernel

Kernels are positive-definite functions with inputs x and x’, which are Euclidean space vec-
tors in the following. These kernels define the covariance between two function values:

cov(f(x), f(x′)) = k(x, x′). (3.10)

Since the literature already provides informative overviews of various kernels [Duv14],
only the used radial basis function (RBF) kernel, also known as squared exponential (SE)
kernel, is introduced. The RBF kernel is widely used because of its infinite derivatives and
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Figure 3.1.: An example of Gaussian process regression of one-dimensional sinus function
(blue function) is plotted before any observation on the left and posterior on
the right with same axes. The colored sample functions are randomly defined
by the used kernel. The black mean value is predicted by the regression model
based on two observations (black dots) and the shade indicates its 99.7% con-
fidence interval.

its property of universal integration against most functions [MXZ06] (not only for GPs, but
also for support vector machines):

kRBF(x, x′) = σ2 exp
(

− (x − x′)2

2ℓ2

)
. (3.11)

The RBF kernel is parameterized by a scale parameter ℓ (larger values for smoother func-
tions) and a variance σ2 (larger values for larger average distance from function to GP
mean). These parameters are also called hyper-parameters. Depending on the kernel, the
number of hyper-parameters can vary. One of them is introduced as the observation noise
in formula (3.6). Since the selection of other kernels might be more appropriate for model-
ing an unknown function [RW06], the optimal kernel selection remains a domain-specific
problem. However, RBF kernels are also characterized as universal kernels [MXZ06], being
able to model all continuous functions under conditions with optimal hyper-parameters,
when enough data is sampled. To combine kernels for modeling a multidimensional func-
tion f(x) = f(x1, x2, .., xN ), the kernels can be defined for each dimension and then be
multiplied:

k(x1, x2, . . . , xN , x′
1, x′

2, . . . , x′
N ) = k1(x1, x′

1) × k2(x2, x′
2) × · · · × kN (xN , x′

N ) (3.12)

This property can be used to construct a regression with multiple output dimen-
sions [BAW07].

Optimization of Hyper-Parameters

The accuracy of modeling with GP is sensitive to the kernel selection and its parameteriza-
tion, which can lead to unsatisfactory results, especially in high-dimensional spaces with
finite information [OSS+15]. One of the main advantages of using GPR is that the opti-
mal parameters of a specified kernel can be determined by likelihood optimization based
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on observation data. Naturally, the optimization can only lead to the desired optimal pa-
rameters when sufficient information is available. The hyper-parameter amount θ of the
GPR depend on the kernel selection and can be optimized by maximizing the log marginal
likelihood [RW06]:

θ∗ = arg max
θ

log p(y|X, θ), (3.13)

where X is the matrix of all previous inputs for experiments and y is the vector of all
previous observations. The optimization leads to a trade-off between model fit and model
complexity. Evolutionary or conjugate-gradient algorithms are able to numerically solve
(3.13) because of evaluating with the GP predictions.

Approximations
In contrast to the offline training scenario with the assumption of a fully available data
set, the associative search task is performed online. This means that new data arrives
sequentially, which can happen at each single iteration, or with batches of fixed or even
unknown sizes. Thus, a quick reaction time is required. As the underlying computation of
GPR is linked to matrix inverses, it has cubic time complexity O(N3) with N data points. To
overcome this complexity of standard GPR, multiple approaches were proposed aiming for
GPR with larger data sets [Liu+20]. Furthermore, a reduced calculation time also enables
GPRs to be applied for real-time ML [Boe+14; BNT17; UH19]. Besides using powerful
hardware for optimized code [De +17], approximation methods of GP are particularly
common. The most common approximations are introduced below. For details on other
approaches, such as the covariance matrix approximations with Nystrøm method [WS01],
it is referred to literature surveys [Liu+20; SG07].

Local Approximations: An early idea to reduce computational complexity is Kriging
within a moving neighborhood [Cre90], so not all data is included for modeling. The rea-
son for this simplification of the modeling is that the relevance of the points far from the
prediction is significantly lower than that of the near points. However, the quality of the
neighborhood selection strategy strongly affects prediction accuracy [RY84]. Local models
are defined by fixed areas or clustering methods. The computational effort to update the
model of local Gaussian process (LGP) in comparison to GP decreases because new data is
only used for the concerned clusters. While, in the past, a neighborhood size of up to 30
points was common [CD18], moving neighborhood approaches have become less common
as technical advances have made regressions with significantly more points possible. The
renaissance of such approaches in recent years is rooted in the relevance of Bayesian online
optimization for real-world applications, e.g., by incrementally updating the corresponding
neighborhood sets [GA15; Gra16; De +17]. Whenever a distance threshold is reached, a
new local model is created. The predictions are made by multiple models and the combi-
nation over weighted distances. This modification can be applied on a high-dimensional
online learning problem with up to 21 input dimensions [NPS09].

Global Approximations: State-of-the-art approaches of global approximation opti-
mally define M ≪ N out of all N points for regression, which are referred to as sparse
models and reduce the computation complexity. These can be separated into two classes.
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The first one is subset-based and leads, in the simplest case, to a random subset of M

points to reduce regression complexity to O(M3) [QR05]. An improved modeling accu-
racy can be obtained by the gradual deletion of old data [OSI01; CO02], a selection based
on Kullback-Leibler divergence [SWL03] or entropy [HLS03]. In contrast to these subset
methods, the class of inducing point methods of sparse models aims to obtain M calculated
support points with the maximum of information representing the regression. The selec-
tion of these points strongly affects the regression accuracy [Tit09; HFL13]. The regression
complexity of inducing point methods is O(NM2) and for both sparse model classes the pre-
diction complexity is reduced to O(M2) [SG06; Tit09]. In this way, modeling with a fixed
number of M points allows to use sparse models for continual online learning with stream-
ing data [BNT17; Bui+18] as the computational complexity can be well estimated.

Adaptations for Online Use: Naturally, the idea of combining different approaches to
further accelerate the modeling speed came up was investigated. For example, the sparse
and local GPR for streaming data can enable continual learning with a prediction rate of up
to 100 Hz [WY20]. However, the regression accuracy of such methods is extremely sensitive
to the user selection of the weighted distance threshold, which is not intuitive to choose. For
a good real-world interactive learning, the prediction time must be limited. Therefore, the
deletion of points is necessary whenever a new point is added and a threshold of maximal
stored points is reached [UH19]. This can also be combined with LGP [Uml+20]. Fur-
thermore, during an online regression task, the computational complexity per iteration can
only be kept nearly constant by fixing the GPR hyper-parameters [Hub14; Bij+15; Le+17;
Bij+17]. However, it is known that the regression accuracy can be strongly improved by
iteratively training the GPR with the current data [Liu+20; CB16].

3.1.2 Bayesian Optimization

Over the years, Bayesian optimization has been a widely and successfully applied method
across domains, e.g. laser technologies [McI+16; Sch+19a], neuroscience [Lan+18] or
analog circuit sizing [Lyu+17]. Furthermore, such stochastic approaches have the possi-
bility of estimating safety during learning [Sui+15; Ser+20; Liu+19]. As this feature is
particularly interesting for industrial applications [Aka+14; Fis+18; Kön+20], the concept
of standard Bayesian optimization is required to be understood first.

Bayesian optimization approaches choose the data from which they learn [Set09]. Like
deterministic algorithms [KS15], they can be used for derivative-free optimization of black-
box functions. Bayesian optimization [Moc12; Sha+15] iteratively explores the unknown
objective function f(x) in pursuit of its global maximum by determining new query points
of x. After each iteration, f(x) is modeled with multiple sample functions based on previ-
ous observations. Here, GPR is the most common probabilistic model in Bayesian optimiza-
tion [RW06] to be used as shown in formula (3.7), e.g. with the RBF kernel.

The model predicts distributions for any x, providing mean values µ(x) and variances
σ2(x), according to formula (3.8) and (3.9). The variance indicates the uncertainty of the
models prediction at x, which can be used to determine the most informative observation
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point for the next iteration by constructing an acquisition function [Sri+10]. Such acqui-
sition functions aim to provide the expected information gain of evaluating the objective
function with specific x in order to minimize the uncertainty at this point. Thus, the ob-
servation points for the next iteration are obtained by maximizing the current acquisition
function. For the third iteration of the problem example in Figure 3.1, the acquisition func-
tion would recommend an observation on the left side because of the large uncertainty and
the highest expectation of information gain (also with respect to finding the global target
maximum). Even if both coincide in this minimal example, Bayesian optimization performs
a trade-off between exploration (to increase the system understanding) and exploitation
(to find the optimum).

Acquisition Function
In this section, the most common acquisition functions are introduced. Based on the pre-
viously made observations, mean values µ(x) for any point xP can be calculated to predict
f(xP) with σ(xP) indicating the uncertainty. The variances can also be used to construct the
acquisition function. To combine exploration and exploitation probability of improvement
(PI) [Kus64],

PIi(x) = P
(
µ(x) ≥ f(x+) + ξ

)
=

Φ
(

µi(x)−f(x+)−ξ
σi(x)

)
if σi(x) > 0

0 else,
(3.14)

is defined with a trade-off parameter ξ ≥ 0, where ξ = 0 means pure exploitation. Φ(·) is
the cumulative distribution function (CDF). The sensitivity of this parameter selection is em-
pirically studied in [Liz08; Jon01]. It is recommended to start the optimization with high ξ

and decrease it during optimization as a function of iteration. Another acquisition function
is expected improvement (EI) [Mo75], which also offers a trade-off parameter [Liz08]:

EIi(x) =

(µi(x) − f(x+) − ξ) · PIi(x) + σi(x)ϕ( µi(x)−f(x+)−ξ
σi(x) ) if σi(x) > 0

0 else,
(3.15)

where ϕ(·) is the probability density function (PDF). ξ ≥ 0 has the same meaning like in
(3.14) and ξ = 0 leads still to pure exploitation. The third acquisition function to be defined
for iteration i is upper confidence bound (UCB) [CJ92]:

ui(x) = µi(x) + βσi(x), (3.16)

where β is the parameter defining the confidence interval. The observation point for the
next iteration is obtained by maximizing the chosen acquisition function over the possible
x, for example with UCB:

xi+1 = arg max
x∈X d

ui(x). (3.17)

Since UCB always selects what is most unknown, it is also known to be optimistic. Methods
combining exploitation (µi(x)) and exploration (σi(x)) by using confidence bounds mini-
mize the number of experiments required to approximate system behavior [Aue02]. Similar
to TS, they continue sampling promising actions while discarding those that are less promis-
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ing [Rus+17a]. The parameter β can also be defined as a function of iteration [Sri+10;
BCD10] so that exploration is more important in the beginning:

βi =

√
ν · 2 log

(
id/2+2π2

3δ

)
(3.18)

with ν ≥ 0 as trade-off parameter, d > 0 for the amount of dimensions and δ ∈ (0, 1) affects
the probability of regret, commonly chosen with low δ < 0.1. For ν = 0, the optimiza-
tion does not involve exploration. Beyond the introduced acquisition functions, there are
many more, like random, greedy, minimal regret search [Met16], entropy search [HS12],
predictive entropy search [HHG14] or max-value entropy search [WJ17].

3.1.3 Contextual Bayesian Optimization

The standard Bayesian optimization can only solve the problem of (3.1) for a static context.
Since the context is assumed to have an influence on the objective, this would result in
inefficient optimization of multiple, possibly even infinitely many, sub-problems. Further
assuming that contexts with small difference z − z′ have more in common for any action a

than contexts with large difference, the context can be modeled by additional dimensions.
In this way, an external variable is considered as a fixed coordinate for the next experiment,
which is given for each iteration and cannot be optimized, but affects the aim to find the op-
timum. Therefore, Bayesian optimization is conceptually extended to contextual Bayesian
optimization [KO11], enabling optimization of complex systems with environmental con-
text.

To include contextual influence in the system behavior model, an additional kernel
k(z, z′) is defined. By multiplying the kernel functions of the context and the action space
according to (3.12), it is assumed that performance is dependent on these variables and
that there is no other variable influence changing the system behavior. In this way, each
action results are similar if the context was similar. The acquisition function is required to
be modified to consider the context influence,

ai(zi) = arg max
a∈Ad

µi(a, zi) + βσi(a, zi), (3.19)

for example the UCB formula (3.16). The use of UCB as an acquisition function with fixed
context converges to the global optimum after a sufficient number of interactions with the
corresponding context. Contextual Bayesian optimization is a method for associative search
with continuous action spaces and smooth reward functions, which enables an agent to in-
teract with physical environments [KSU08; Bub+09; Sri+12]. This is especially interesting
for complex real-world applications [KO11].

Even if the modification is generally able to solve the problem (2.1), standard contextual
Bayesian optimization does not meet the defined safety formulation, which is often required
in industrial applications: since the widely used acquisition functions select observation
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points to find an optimum in a minimal number of experiments globally, the exploration
can also lead to low rewards and accordingly violate safety requirements.

3.1.4 Safe Bayesian Optimization Methods

To prevent the violation of safety requirements, methods can be adapted to consider safety
formulations. In this way, they are able to solve the optimization problem (2.1). In safe op-
timization, each observation should be above the safety threshold fmin, which theoretically
limits the optimization space to the safe set:

S = {x ∈ X d|f(x) ≥ fmin}. (3.20)

Therefore, the optimization is only partially global within a previously unknown safe set
and an iterative estimation Ŝ of the true safe set is required. This is due to the fact that
f(x) is unknown.

SafeOpt
The definition of safe optimization aims to guarantee observations within a pre-defined
safety restriction. SafeOpt [Sui+15] is a constrained Bayesian method minimizing the risk
of negative experiments during optimization by checking the safety requirements of the
next observation before performing it. For the iterative estimation of the safe set, the lower
confidence interval, which is calculated analogously to (3.16), can be used [BSK16]:

li(x) = µi(x) − βσi(x). (3.21)

Whenever the calculated lower limit of the interval results in values above the defined
safety threshold fmin, the points are assumed to be safe:

Ŝi = {x ∈ X d|li(x) ≥ fmin}. (3.22)

This estimation is made for each iteration i, and the safe set is extended during explo-
ration.

To increase the importance of safe exploration and decrease the risk of getting stuck in
local optima, an expander set is defined in coexistence with a maximizer set. The most
promising maximizers Mi (points with increased probability where the global maximum is
likely to be located) of the safe set are obtained by looking for all x where the upper bound
is larger than the largest lower bound:

Mi = {x ∈ Ŝi|ui(x) ≥ max
x′∈X d

li(x′)}. (3.23)

In addition to Mi, a set of possible expanders Ei (points with increased probability where
the safe set is likely to be extended) is required and can be calculated following Berkenkamp
et al. [BSK16]. Alternatively, the safe set and expanders can be calculated by estimating
a Lipschitz constant [Sui+15]. Even if such an approach can be more efficient from a
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computational perspective, it introduces a hard-to-estimate hyper-parameter. In this work,
an efficient method for obtaining possible expanders is used:

Ei = {x ∈ Ŝi|li(x) < fmin + γ}, (3.24)

where the parameter γ is a small positive value indicating the closeness of an estimate to
the threshold. This simplification works because the expanders are basically the borders of
the safe set. These potential observation points in E are a subset of Ŝ and have a high ex-
pectation to extend the knowledge about the objective function. Each experiment is a trade
off between finding the maximum and minimizing the uncertainty. Thus, the observation
points are selected from the union of both sets:

xi = arg max
x∈Ei∪Mi

(ui(x) − li(x)). (3.25)

An exemplary illustration of two SafeOpt iterations is given in Figure 3.2. Here, the ex-
pander point is selected for one iteration leading to an expanded safe set for the next
iteration. As the uncertainty is now lower at the safe set border, the optimization is contin-
ued by evaluating potential maximizers. When these are evaluated, SafeOpt will continue
to further explore the objective by evaluating potential expanders again. In this concrete
example, the global maximum would not be reached because it is separated from the initial
region in one-dimensional space by a region violating the safety threshold.
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Figure 3.2.: An example of safe optimization of a one-dimensional function (blue function)
is plotted before the seventh observation (black dots) on the left and posterior
on the right with same axes. The mean value (black) is predicted by the regres-
sion model with indicated 99.7% confidence interval. Based on the acquisition
functions below the corresponding predictions, the next observation is selected
by the largest value within the set of maximizers (gold) and expanders (gray).
Both sets are subsets of the estimated safe set (green). For the examplary ob-
jective function, the global optimum is not safely reachable because the safety
threshold (magenta) separates it from the previous observations.
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Unfortunately, the number of observations needed to reduce the uncertainty at the
edges of the safe set increases exponentially as a function of the uncertainty to be re-
duced [SBY+18]. This leads to unnecessary exploration steps even after finding the op-
timum.

StageOpt
To improve the exploration-exploitation balance, StageOpt [SBY+18] separates the explo-
ration phase from the exploitation phase by checking a transition condition. This can be
achieved by iteratively expanding the safe region first and then using a greedy Bayesian
optimization within the explored safe region. The condition for the transition to the second
stage can be a fixed and user-defined amount of iterations or whenever the expander uncer-
tainty is below a user-defined threshold ϵ. StageOpt estimates the safe set in the same way
as SafeOpt (3.22). In the first stage, only the set of potential expanders E is calculated and
used for the acquisition. After the transition, a greedy method like UCB is used for the en-
tire safe region of the exploration stage. Although it is rather unlikely, further exploration
of the safe region may occur during the exploitation phase.

SafeUCB
Based on the iterative safe set estimation (3.22), any acquisition function of global Bayesian
optimization can be restricted to safe optimization. For example, the formula (3.17) of UCB
changes to:

xi+1 = arg max
x∈Ŝi

µi(x) + βσi(x). (3.26)

In the following the prefix ’Safe-’ of algorithms indicates this restriction. SafeUCB is a
greedy method and therefore tends to get stuck in local optima. Accordingly, it is more
suitable for safe exploitation than for safe exploration.

GoOSE
StageOpt and SafeOpt expand the safe set as a proxy-objective to ensure that the possible
safe optimum can be reached by completeness. A target-oriented exploration, on the other
hand, would not require knowledge of the entire safe set to find the possible safe optimum.
Such an approach is pursued by goal-oriented safe exploration (GoOSE) [TBK19] by search-
ing for possible optima outside of the safe set and then conducting targeted experiments
inside the safe set to evaluate the possible optimum in the subsequent experiments. Aim-
ing for a more sample-efficient optimization, an optimistic acquisition function suggests a
decision x∗O within an optimistic safe set:

ŜO
i = {x ∈ X d|ui(x) ≥ fmin}. (3.27)

The previous defined safe set estimation (3.22) is called pessimistic safe set ŜP
i in the

following. Whenever the suggested decision is also within the pessimistic safe set, the
experiment can be performed. Otherwise, iterative decisions are taken within ŜP

i with high
probability to learn more about x∗O. The probability of information gain can be calculated
by any heuristic, e.g., Mutual Information as suggested by Turchetta et al. [TBK19]. These
potential immediate expander decisions are taken until x∗O is reached or the result has to be
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discarded, since it turned out to be an unsafe goal. In both cases, the optimistic acquisition
function then suggests a new decision. Due to the use of heuristics, the computational
efficiency is much higher than with the compared methods. Although the approach sounds
promising, it was applied to synthetic data only [TBK19] until this document was written
in spring 2022.

One reason for this might be that the computational cost of evaluating the acquisition
function (3.17) is large, which is often not discussed in detail. Bayesian optimization ap-
proaches are usually used to solve a black-box problem that requires expensive experiments,
thus limiting the range of applications.

Safe Line Bayesian Optimization
The required domain discretization is the main reason why the previously presented safe
Bayesian optimization methods suffer from limited scalability to high-dimensional prob-
lems. Here, a uniform grid search [KSG08] is commonly used, leading to an exponential
increase of computational effort with growing problem dimensions. To increase the scala-
bility of safe optimization, the acquisition function can be sampled for a smaller subset of
X D. By changing this subset at each iteration, a multi-dimensional optimization is targeted.
Line Bayesian optimization (lineBO) [Kir+19a], respectively SafeLineBO, uses such itera-
tive restrictions of the search space to a low-dimensional sub-space, e.g. a one-dimensional
space:

L(x, l) := {x + αl|α ∈ R} ∩ X d, (3.28)

where x is the offset and l ∈ Rd is the direction. This subset forms a line, with discretization
defined by the step size, and serves as a restriction for efficiently evaluating the acquisition
function. The direction l is obtained by heuristics. Here, Kirschner et al. [Kir+19a] studied
three suggestions for the direction, with the current best observation as offset:

• random,

• along the coordinate system and

• along the gradient (can be predicted by a sample of the posterior model).

Depending on the objective, the superior direction heuristic varies in studies, but all of
them outperformed e.g. particle swarms based safe optimization [Dui+17] or SafeOpt
regarding optimization and calculation time. While gradient directions are more likely to
get stuck in local optima, random directions might converge more slowly. SafeLineBO tends
to optimize locally (exploitation-driven) due to the nature of its construction, with random
directions being the most exploration-friendly approach. For unsafe optimization, however,
other sub-space-based approaches [GRV+20] are more data-efficient than LineBO.

3.2 Deep Reinforcement Learning

After the methodological foundations of RL with regard to the safe associative search have
been presented, the relevant methodological state-of-the-art regarding full RL is introduced
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in the following. In contrast to associative search, not only the immediate reward r̂ is im-
portant within full RL approaches. Here, the objective is usually defined by the cumulative
reward to successfully maximize a policy’s performance:

J(πθ) .= E
a,s∼πθ

[ ∞∑
t=0

γt
disr̂t

]
. (3.29)

The discount-rate γdis ∈ [0, 1) determines the significance of future rewards in contrast to
past rewards. Although there were early approaches for full RL based on GPR [Mar+07],
the research mainly focusses on the training of ANNs for creating a policy (e.g. because
of its computational efficiency for complex problems). This section covers the relevant
fundamentals for full RL with ANNs.

3.2.1 Artificial Neural Networks and Deep Learning

Even though biological neuronal networks exhibit completely different topologies [SHK07;
De 18], ANNs are usually constructed from fully-connected layers to implement solutions
for complex tasks. The goal of these tasks is the design of a function f(x; θ) : X → Y
that maps the input column vector x to a specific output vector y and is parameterized by
weights θ. Computing this function requires the calculation of output values for each layer
n following

on = A(Wn · on−1 + bn) (3.30)

with the weight matrix Wn and the bias vector bn. Here, o0 = x and oN = y for a neural
network with N layers. The activation function A(·) can be chosen depending on the
application. For simplifying the calculation of large neural networks, rectifier [Hah+00]
is commonly used as activation function. The representation in Figure 3.3 illustrates a
feedforward ANN with the first layer as input layer, while the last one is the output layer.
For a network with N > 2 layers, the input and the output layers are separated by N − 2
so-called hidden layers.

Input layer Hidden layer Output layer

Figure 3.3.: A simple feedforward artificial neural network with fully connected layers pro-
cesses a 4D input vector via a hidden layer to a 2D output vector.
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Teaching a neural network is basically an optimization problem where parameters θ

(weights and bias) are changed gradually to minimize the loss indicating how well the
model fits the data. For this purpose, gradient descent or backpropagation [RHW86] is
the standard procedure. With advances in computational capabilities, the size of trainable
ANNs has increased, leading to the term deep learning, which has advantages regarding
generalization, especially for growing complexity [Zha+16]. Network architectures with
several hidden layers and multiple neurons per layer are able to solve different problems
in various application fields [Dar+19; LBH15] requiring remarkably large quantities of
labeled data. Besides the presented simple feedforward layers, there are many different
types of layers with specific advantages depending on the problem to be solved. For exam-
ple, convolutional layers [LB+95] followed by pooling layers [SMB10] are especially useful
for information extraction from image data. A more detailed introduction of ANNs can be
found in literature extensively explaining these concepts [Has+95; Yeg09].

3.2.2 Policy Gradient Methods

Using deep neural networks as function approximators in RL is known as deep reinforce-
ment learning (DRL), which is popular for solving high-dimensional problems [Fra+18].
In the recent past, DRL systems have been successfully applied to various complex chal-
lenges such as learning computer and strategy games [Mni+15; Sil+16] or robot con-
trol [And+20].

Policy gradient methods try to find the optimum (3.29) by using stochastic gradient
ascent with respect to the policy parameters [Fra+18] of the deep neural network in DRL.
These methods use the gradients of the objective directly updating the parameters:

θt+1 = θt + α∇J(πθt). (3.31)

In contrast to other methods like Q-learning [WD92], policy gradient methods are most
often on-policy algorithms, meaning that they use the same policy for updating and act-
ing while the actions are sampled according to the latest update. Via the policy parame-
terization one can inject prior knowledge into the RL system [SB18], which is especially
interesting for industrial use cases.

Actor-Critic: Most methods in RL provide an actor, a critic or both [KT00]. The latter
category is known as actor-critic approach. Here, the actor provides continuous actions
while the critic evaluates the current policy prescribed by the actor [Gro+12]. The critic
processes the received rewards and evaluates the policy by adapting an approximated value
function [Gro+12]. In DRL, ANNs can be used for the policy (actor) and the value function
approximation (critic) [Mni+16].
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Advantage Function: To calculate the expected reward by changing the policy, it is
required to estimate the true value function, which indicates what cumulative reward can
be expected from the state s following the policy π:

V π(s) = E
a,s∼πθ

[ ∞∑
t=0

γt
disr̂t|s0 = s

]
. (3.32)

The also required Q-function is quite similar, but gives the expected cumulative return that
results from staring a specific state s, taking a specific action a and following the policy π

afterwards:

Qπ(s, a) = E
a,s∼πθ

[ ∞∑
t=0

γt
disr̂t+1|s0 = s, a0 = a

]
. (3.33)

As the action might be different from the decision of the policy, the advantage function Aπ

describes the relative improvement of actions on average:

Aπ(s, a) = Qπ(s, a) − V π(s). (3.34)

Usually, the value function is approximated using ANN regression, leading to a generalized
advantage estimation Âπ [Sch+15b].

Trust Region Policy Optimization

Trust region policy optimization (TRPO) [Sch+15a] aims to achieve improvements of the
policy without causing a fatal drop in performance. The largest change of the new and old
policies is expressed in terms of KL-divergence, leading to a constraint. To measure how a
new policy πθ performs relative to the old policy πθold , an empirical expectation is required
with probability ratio r̂t(θ) of new to old policies:

L(θt, θ) = E
a,s∼πθ

[
r̂t(θ)Âπθt (s, a)

]
, (3.35)

rt(θ) = πθ(at|st)
πθold(at|st)

. (3.36)

The more theoretically correct form of TRPO uses a penalty instead of the KL-divergence
constraint with a hard-to-choose coefficient β:

L(θt, θ) = E
a,s∼πθ

[
r̂t(θ)Âπθold

(s, a) − βKL[πθold(·, st), πθ(·, st)]

]
. (3.37)

In contrast to normal policy gradients, manipulating the step size results in a more mono-
tonic and thus fast performance increase. This leads to less random behavior because the
knowledge about found optima is used, which in turn leads to the disadvantage of sus-
ceptibility with respect to local optima. By using several approximations and a backtrack-
ing line search, the policy is updated more efficiently than using the theoretically correct
form [Sch+15a].
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Proximal Policy Optimization Clip

Even if there are two variants of proximal policy optimization (PPO) [Sch+17a], the focus
is on PPO-clip in the following, which has the advantage of not requiring any KL-divergence
terms or constraints. It was empirically demonstrated that PPO obtains equal or better
results than TRPO [Hee+17]. Furthermore, PPO is simpler to implement than TRPO but
as stable and reliable as TRPO. This can be achieved by using a clipping trick to limit the
change between the new policy and the old one:

L(θt, θ) = E
a,s∼πθ

[
min

(
r̂t(θ)Âπθt (s, a), clip (r̂t(θ), 1 − ϵ, 1 + ϵ) Âπθt (s, a)

)]
. (3.38)

Here, ϵ is a small hyper-parameter regularizing the profit of policies that are very differ-
ent from the previous ones. This clipping prevents dramatic changes and finally leads to
updates for the actor by solving the maximization problem:

θt+1 = arg max
θ

L(θt, θ). (3.39)

For DRL with PPO, one can share parameters between the networks for value function and
policy. Therefore, the objective of (3.39) is required to combine these influences, which
can be done by including an entropy for ensuring sufficient exploration [Sch+17a] and
encouraging wider probability distributions:

L = LPPO + cvLV + centH. (3.40)

H is an entropy term ensuring sufficient exploration, based on previous work [Wil92;
Mni+16]. The weight coefficients cv and cent are selected to be small and control the
influence of value and entropy on the optimization.

3.2.3 Sim-to-Real Reinforcement Learning

The high degree of autonomy as well as the impressive performance of the learned policies
motivate the search for real-world applications of DRL in industry and business settings.
This effort is hindered by the fundamental problem of sample inefficiency of state-of-the-
art DRL algorithms, which require significant experience to develop successful policies. This
property limits the direct applicability of DRL to real-world systems. To overcome this issue,
the use of simulations is often preferred over a direct application. Such simulations have
several advantages, thanks to which they are often used for evaluation and comparison in
RL [Bro+16]. First, simulations are easy to share and ensure identical testing conditions for
developers all over the world. Second, no feature-extraction or rating functions need to be
implemented because such information is directly provided by the simulation. Third, with
virtual systems there is no risk of physical hardware damage or real-world harm. Fourth,
to learn a complex task, an agent might need to gather hundreds of years of experience,
which is hardly feasible.
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Training in a simulation, can make it possible to counteract this problem of inefficiency
by running the simulation many orders of magnitude faster than real-time. The use of
simulated environments to train DRL agents with the goal of transferring them back to
a real-world system is known as sim-to-real DRL. Sim-to-real projects suffer from the so-
called reality gap, i.e. the discrepancy between simulation and reality. The larger this gap
is, the greater the expected performance loss of the policy learned in the simulation when
evaluated in reality.

Domain Randomization
Sim-to-real DRL projects must address the reality gap to enable the successful transfer of
policies learned in simulation to the respective real physical systems in question. With
regard to the reality gap in robotic manipulation tasks, Collins et al. [CHL19] discuss the
need for precise simulations and the shortcomings of commonly available state-of-the-art
simulators.

A widely followed and investigated approach to cope with such shortcomings is the use
of noise which is artificially introduced into the simulation and the DRL agent’s observation
and action system. Adding noise to inputs and outputs has a long history of achieving
robustness, also in industrial context [JHH95]. With such domain randomization, successes
have been achieved for a wide range of tasks, such as quadruple locomotion [Tan+18],
dexterous in-hand manipulation [And+20] and robot manipulation [Pen+18]. Studies
have shown that the sim-to-real RL can be about 20 times more efficient by using domain
randomization [Baa+19]. Moreover, for the continuation of training on the real system,
the number of samples in the real-world can be reduced by a factor up to 50 if domain
randomization is applied in simulation [Bou+18].

In the future, such approaches can be especially interesting for industrial applications.
For example, a furniture assembly environment based on Mujoco has been introduced as a
benchmark environment for manipulation tasks [Lee+19]. Using sim-to-real training with
domain randomization can help to improve and accelerate the workflow leading to DRL so-
lutions like solving complex insertion tasks for a robotic arm using visual inputs [Sch+19b].
Further examples are the combination of DRL and operational space force controllers pro-
ducing high-precision control [Luo+19] or vision-based dynamic manipulation skills for
gripping tasks on robot manipulators [Kal+18]. It is noteworthy that the majority of ef-
forts in this field focusses on robot manipulators, which is justified given their importance
for modern production plants. Panzer and Bender [PB21] studied a more extensive use of
sim-to-real DRL in manufacturing processes and predict that more complex simulations will
be essential for a wide industrial use of DRL.
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Selected Approaches of
Intelligent Process
Optimization

4

This chapter introduces three selected approaches of intelligent process optimization and
their corresponding application projects. The selection is meant to represent for the state-
of-the-art regarding industrial applications of self-optimizing machines (published between
2019 and 2021). Although there are further efforts [GWQ21; Gui+21; Suk+22], a detailed
analysis of these three selected activities is the most concise fashion of elaborating the
scientific gap without neglecting relevant aspects. Moreover, the theoretical foundations of
the last chapters can be placed in a practical context to serve as a transition towards the
part of this thesis regarding the author’s own work. In the final section of the chapter, the
three approaches are compared and the scientific gap in the respective projects is identified.
This gap is addressed in the course of the following chapters to enrich similar projects in the
future. Some aspects can also be used across domains, not only in automation industry.

4.1 Constrained Process Parameter-Tuning

Maier et al. [Mai+19b] equipped an industrial grinding machine with additional sensor
technology [Mai+19a] under laboratory conditions, to reduce the parameter optimization
efforts required whenever the product conditions change. By using expected improve-
ment [MTZ78] as acquisition function, constrained Bayesian optimization was applied to
find the optimal parameters regarding feed rate and cutting speed automatically instead
of operators using expert knowledge or observations. A complex cost function [Mai+20]
defines the process quality.

The optimum should not lead to grinding burn caused by excessive temperature, and
maintain standards regarding surface roughness. Therefore, three GPRs model the cost,
temperature and roughness depending on the process parameters. The optimal cutting
speed and feed rate were found in the laboratory within twelve iterations, where the max-
imal temperature was exceeded once and the material roughness was considered unsatis-
factory six times. The initial parameterization led to unsatisfied constraints. During the
experiments, they used a minimal probability of 50% fulfilling the constraints. In this way,
the applied method is a constrained optimization based on the content presented in Sec-
tion 3.1.2.
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After the optimization, the optimum can be used on this specific machine under a specific
condition (e.g. material, product shape). As soon as at least one aspect is changed, the op-
timum can change. The formerly optimal parameterization might even lead to violation of
the original constraints. In such a scenario, the machine requires a new adaptation, which
is possible but it would probably lead to an unsatisfying production during the adaptation
again.

4.2 High-Dimensional Safe Process Parameter-Tuning

A free electron laser is a specific electron accelerator used for interdisciplinary experiments
(e.g. medicine, biology). Due to its complexity of variation and component interactions, the
operation of this laser requires significant efforts regarding process parameter tuning. Ad-
justments aim to increase the laser energy [Kir+19a]. Here, the complexity of the process
includes a remarkable amount of parameters, which are hard to optimize even for experts.
Commonly for such multidimensional problems, only a small subset of these is optimized at
one step, preventing a fatal experiment. Enabled by automated pulse energy measurements
with gas detectors [Jur+18], Kirschner et al. [Kir+19b] applied the SafeLineBO approach
of Section 3.1.4 to maximize the free electron laser pulse energy while ensuring a minimum
energy during optimization of the following parameters:

• 24 beam position monitor target values,

• 5 matching quadrupoles and

• 11 gap settings of the undulators.

As a result, after 600 iterations, the obtained energy was beyond the former optimum
achieved by an expert using a local random walk optimizer [Kir+19a]. During the entire
safe optimization, the minimum threshold of pulse energy was ensured. After each iteration,
the operators have to agree on the model’s suggestion for the next experiment.

For this application, the hyper-parameters of the setup were chosen manually with rea-
sonable or recommended values. Thus, expert interviews were necessary, which in this
case is also possible on an abstract level, as the researchers operating an electron accelera-
tor have a technical-mathematical degree. A user-feedback even enabled the operators to
adjust the hyper-parameters iteratively on such an abstract level. On the one hand, these
interviews represent considerable effort, depending on the complexity, and on the other
hand, they are not always feasible (e.g. an external process expert, retired experts or intu-
itive expertise that cannot be explained in detail by the expert). Another approach could be
the setup by hyper-parameter optimization on former experiments. Due to the restrictions,
however, random experiments are not permitted, so that the subject matter experts would
be needed again, which also means expensive setup efforts again.

40 Chapter 4 Selected Approaches of Intelligent Process Optimization



4.3 Data-Efficient Safe Process Parameter-Tuning
One aspect of optimizing milling processes is to set up the feed-rate as large as possible
without violating the maximal spindle power in order to minimize the process time. As
the optimal feed-rate can vary even while treating a single workpiece, an iterative data-
driven optimization approach was introduced by Rattunde et al. [Rat+21]. Here, a GP-
based safe optimization algorithm predicts the maximal feed-rate for multiple workpiece
positions, so that the constraint is always fulfilled. More abstractly, the task is an one-
dimensional optimization problem with a one-dimensional input. In this way, the method is
rooted in safe Bayesian optimization (Section 3.1.4) and contextual Bayesian optimization
(Section 3.1.3).

For the validated CNC face milling process, external sensor data connected to a desktop
computer is used. The learning framework runs on this computer, suggests new feed-rate
scheduling based on the previous measurements and then generates the CNC-code for the
next iteration. Since the approach is data-efficient due to its predetermined target orien-
tation, the process time is reduced by up to 35% within only 14 iterations. Even though
the application was evaluated exclusively in a laboratory system, it is in principle transfer-
able to broad manufacturing plants as an on-demand service. However, the model transfer
requires overcoming two challenges:

• External sensors and communication are required to be set up for each machine, as
the architecture includes a desktop computer and the CNC control. This is particu-
larly unfortunate because the CNC system has its own appropriate sensors internally,
but the measurements have to be provided to the framework, which runs on the
separate computer.

• The optimization is linked to an idle time of the system between the process cycles,
as the framework requires some time for the model calculation. Therefore, it remains
unknown how often the operator wants to accept this disadvantage.

For the purpose of self-optimizing systems, both aspects cause considerable problems. The
approach is not intended to be triggered automatically or to run all the time.

4.4 Comparison and Scientific Gap
In Table 4.1, the selected approaches are compared according to criteria that are important
for applicability to self-optimizing machines:

1. Is the optimization safe (as defined in Section 2.4.2)?

2. Is the approach implemented for real-time use?

3. Is continual learning intended?

4. How complex are the applications (criterion based on the number of optimization
parameters)?

5. Is the approach applicable without supervision?
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Table 4.1.: Comparison of selected approaches regarding self-optimization in industry

Approach safe real-time continual # parameter without supervision
[Mai+20] % % % 2 %

[Kir+19b] " % % 40 %

[Rat+21] " % % 1 (+ 1) "

As can be seen, especially the continuity and the real-time capability of the ap-
proaches are insufficiently investigated in application scenarios to enable automated self-
optimization in industrial environments. Furthermore, in two cases, supervision via domain
experts is being proposed. In one of these cases, several interactions by the system opera-
tor are necessary for each iteration, which is fundamentally in contradiction to the target
vision.

This thesis aims to address the identified scientific gap in such a way that an integration
of those approaches in the industrial environment is possible.

Regarding Constrained Process Parameter-Tuning: Machines should be able to
self-optimize the parameters during production without violation of the constraints by a
given initial parameter combination. Furthermore, the engineering effort for optimal hyper-
parameters of the GPR should be simplified. As no information is provided about the so-
lution architecture in the described project of Maier et al. [Mai+20], it has to be assumed
that the interaction with the control system is not fully automatic and that an external
computer is be used. Accordingly, in addition to the algorithmic aspect, the integration of
self-optimization to grinding machines in daily manufacturing work requires architectural
improvements.

Regarding High-Dimensional Safe Process Parameter-Tuning: Especially in high-
dimensional spaces, the algorithm should adapt itself and learn its hyper-parameter by con-
servative initial experiments. Thus, the effort of applying the approach to different projects
or even different domains (e.g. expert interviews, prior experiments performed by ex-
perts) can be significantly reduced. Furthermore, in the described project of Kirschner et al.
[Kir+19b], a server-based system is used, which iteratively incorporates expert knowledge
via an interface. Although the incorporation makes sense here, it circumvents the aspect of
real-time capability.

Regarding Data-Efficient Safe Process Parameter-Tuning: An industrial safe op-
timization should be used as a part of the control architecture with direct access to the
measurement data. In this way, the interaction of the ML framework to process control can
become real-time capable as a self-contained solution, which can distributed as software
module for multiple machines. Furthermore, a continual learning approach instead of the
one-time optimization would ensure long-term usage and adaptation.

42 Chapter 4 Selected Approaches of Intelligent Process Optimization



Part II

Own Work

„Where would we come to, if everyone said, where would we come to,
and no one would go to see where one would come to, if one would
go.

— Kurt Marti
(Theologian and poet)





Automation Technologies
Enabling Self-Learning
Machines

5

Contributions within this Chapter: The state-of-the-art regarding edge control archi-
tectures is analyzed and reviewed for the use of self-learning systems in real-time critical
environments like industry. Only two out of four identified architectures are recommended.
The requirements for variability of edge control capabilities up to its interaction with ML
frameworks and their practical implementation are elaborated. Four major roles of edge
controllers are highlighted, which will become more important in the future. All of them
are used within one single showcase project to practically demonstrate the advantages of
the elaborated capabilities.

Parts of this chapter have been previously published:

• Stefano De Blasi and Elmar Engels. “Next generation control units simplifying indus-
trial machine learning”. In: IEEE 29th International Symposium on Industrial Electron-
ics (ISIE). IEEE. 2020, pp. 468–473.

5.1 Introduction
Advances in cyber-physical systems are crucial to the industrial integration of intelligent
decisions for the process control [Kan+16; VLL15; Lee+15]. The importance can also
be observed in the early formation of patent portfolios [Tra+16]. This incorporation is
essential to realize the vision of self-optimizing machines described in Section 1.1. The
edge architecture for intelligent real-time reactions is a very controversial topic [TF18].
Furthermore, the applicability of industrial online learning approaches suffers from the
lack of adequate automation capabilities for the purpose of interface [Rat+21].

In this chapter, control architectures that aim to incorporate intelligent decision making
for the industrial process are presented and compared. One major component for industrial
automation is the programmable logic controller (PLC), which controls the actuators of a
process based on the sensor signals in real-time. Since processing industrial data for ML
involves data formatting, feature extraction, dimensionality reduction, and performance
evaluation before applying a model, e.g., for a prediction [Yan+17], and these tasks vary
depending on the project, so does the role of the central automation component. Accord-
ingly, in this chapter the possible roles of control units in smart factories are identified and
the capabilities, that should be additionally included so that data scientists can develop and
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incorporate their industrial solutions efficiently, are specified. Finally, a concrete example
project of robot drive anomaly detection is used to demonstrate how a control unit can be
used for within multiple phases of ML projects.

5.2 Solution Architectures for Self-Learning
In order to integrate data-driven behavior for the purpose of process optimization in new or
existing industrial plants, the connectivity of multiple computing units is considered first in
this section. Numerous applications from the current literature (between 2017 and 2021)
are analyzed for their solution architecture. These architectures are finally summarized and
compared.

5.2.1 Real-Time Connectivity
While cloud computing in the industrial context describes the calculation or storage of
factory data on external servers sent over the Internet, edge computing refers to local cal-
culation directly at the machine. As a hybrid form, fog computing uses powerful servers
within the factory to especially increase security in contrast to cloud computing. To feed
intelligent decisions back into an industrial process, the requirements for responsiveness
must be met just as for any other decision. Here, depending on the application field, the
control feedback is required to be in time. This is called real-time [Kop11] and can be
categorized as follows.

• Hard real-time describes that a system will fail and possibly cause a dangerous situ-
ation, if the service is not able to provide the response in time.

• Firm real-time describes the condition when the benefit of receiving the reaction
equals zero after its deadline. However, it can be tolerated to miss some reactions,
but might affect the quality of the service.

• Soft real-time describes that the benefit of receiving the reaction decreases after its
deadline.

To achieve real-time capability in industrial process control, the necessary computation
commonly takes place as close as possible to the machine. In this way, the control of au-
tomation processes based on sensor signals can be executed with low latencies. Although
cloud-based control concepts have been investigated for several years [Giv+14; Vic+15;
Gol+15], the importance of edge control has not degraded. Even if modern edge com-
puting architectures like proposed by EdgeX Foundry, Liota or OpenFog do not place their
emphasis on real-time capabilities, their focus on extensibility and interconnectivity is par-
ticularly important for the scalability of developed solutions [GUR17].

While in theory this also applies to ML approaches, in industrial applications of pro-
cess control optimization, real-time capability is essential. Therefore, architectures are of
interest, which outsource tasks or process them on-site in real-time, depending on avail-
able resources and network delays [GUR18]. Enabler technologies such as 5G are likely to
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have a major impact on architectural concepts by fulfilling standards like ultra reliable low
latency communications (uRLLC) [Pop+18]. Considering the ongoing development, the
focus is less on the hardware and more on scalable software modules in the course of this
thesis.

As the control of an industrial process is a hard real-time system, the inclusion of a
learning computational intelligence must also be deterministic. However, this is not the
case for the widely used ML frameworks. Although the real-time execution of an ANN in the
control code was implemented early on [PV08], this is intended exclusively for executing a
previously trained model and not for interactive RL.

5.2.2 Related Applications of Process Control

Trained within Virtual Environment
The automation of new plants requires engineering effort to program the rule-based behav-
ior, which can be particularly intensive in the case of complex physical interrelationships.
To minimize this effort, ML can be used to let the machines learn the correct behavior on
their own, but this would cause many disadvantages: Time effort, material costs, safety (of
people and equipment) or wear and tear. The industrial usage of simulations promises a
remedy to train models virtually in a fast and safe way [Jae+18b]. Examples of simulation-
based RL in industry already exist in robotics [El-+19] or material flow [Jae+18a]. Further-
more, the use of digital twins as a training environment is also appealing [Xia+20]. After
the virtual training, the trained policy can be transferred to the control unit [Sch+21].
However, since no further learning through interaction with the real environment is envis-
aged, the approaches are more interesting for scheduling tasks and less for the physically
demanding tasks. A slight deviation to reality in the simulation could lead to suboptimal
behavior on the real plant.

Trained within Real Environment
In principle, learning directly at the plant enables continual optimization of the process
quality. To feed the hard real-time system with intelligent decisions, interactions with the
ML framework are necessary. One way to do so, is by building a communication architec-
ture between these two components on different devices. For example, a central computer
system with the implemented learning algorithm receives a discrete state from the con-
troller and the discrete actions are returned after processing [Sch+17c]. This can also be
applied for distributed RL [SMS19].

Another way is to update a shared look-up table to allow the coupling of the frame-
work and the control [Jae+19], but this approach is only possible for a finite state-action-
space. Using a second device to perform RL and exchange discrete decisions has become
a widespread concept, e.g. for energy reduction [Sch+20] or process time optimiza-
tion [Rat+21]. Also, state-of-the-art algorithms such as PPO can be used for applications
in industrial plants, as demonstrated in the example of vibration damping [Gul+19]. Here,
the decisions are communicated on-demand between the two devices.
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Similarly, the idea came up to establish a message broker communication between the
two software systems and to exchange the model to be executed on the controller in a
completely automated way [SSR20]. This enabled the deterministic process optimization of
a gamified test problem over several days via the agent exchange module. Accordingly, the
approach can only be used reasonably if the experiment can be repeated sufficiently often
and this is economically justified. The externally calculated process optimization decisions
can also be just recommended to a domain expert, who then decides to communicate the
changing [Kir+19b].

Furthermore, it should be noted that rather simple RL algorithms using discrete
state-action-space and their framework can also be implemented within the control
code [Dem+20; Sch+17b; HS20]. Especially if this approach is planned for more com-
plex algorithms [SSD18], the approach is time consuming or even impossible, depending
on the control system [NLH20].

5.2.3 Comparison of Solution Architectures
The related work presented in Section 5.2.2 can be categorized into four different architec-
tures, which are illustrated in Figure 5.1.
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interaction
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Figure 5.1.: Four different architectures for intelligent process control can be identified.
Not all learning inclusion forms are real-time (RT) capable and so marked as
non-real-time (NRT) regarding the definition of hard real-time.

The simplest architecture is offline learning, which basically is performed externally and
without real interaction at the final application site. The training is often performed in a vir-
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tual environment (especially for scheduler tasks) or under laboratory conditions. Then, the
model is transferred to a real-time capable system and executed on the site. This concept
is not suitable for continual self-optimization, as no learning feedback is envisaged.

In contrast, real-time and deterministic online learning would be optimal if the imple-
mentation for each individual learning algorithm would not be required. Since ML is con-
stantly evolving and mainly relies on open source, where the industrial application does
not have the highest priority, the focus is on non-real-time (NRT) capable languages such
as Python. Accordingly, the last two remaining architectures on the right side of Figure 5.1
are particularly preferred because they rely on the widely used NRT ML frameworks.

While the first variant communicates for each iteration with the real-time control, the
second variant stores a local and real-time capable model within the control. This can be
done in the simplest case as a look-up table, but also as an ANN. Envisioning the realiza-
tion of self-optimizing systems, the two online learning variants are to be employed using
modern ML frameworks. This decision is based on several reasons:

• The use and extension of the state-of-the-art algorithms is more feasible, allowing a
more efficient and substantiated benchmark.

• The focus in the scientific community is generally on the proof-of-concept principle.
Accordingly, a high-performance reimplementation does not offer any scientific ben-
efits, but is only of interest for widespread use as a product to be distributed.

• The solutions are more modular, as the ML framework can be upgraded as a stan-
dalone module with a system-wide interface.

• The computational effort for learning can be distributed to more computers, which
is especially interesting in cloud or fog incorporating architecture concepts.

Moreover, the offline learning setup is used for virtual pre-training to provide an advanced
model state, which could then be improved by using one of the online learning setups.
This combination is intended to reduce the necessary iterations in the real application en-
vironment until satisfactory performance is achieved. However, a sustainable integration
of data-driven decisions requires a concept regarding the deploying and managing of ML
models [Bac+21]. An once trained model can be optimal at the deployment but turn out
to be suboptimal as the environment changes.

5.3 Evolution of Programmable Logic Controllers

PLCs provide an industrial real-time capable operating system (RTOS) to control an auto-
mated process in guaranteed reaction time. The increasing number of integrated sensors
and the continuing trend towards computational-intelligence-based data analysis lead to
the need for a collector and distributor of field data. While some older PLCs can be con-
nected to a hardware module called Internet of Things (IoT) gateway fulfilling the role as
distributor to the cloud, state-of-the-art PLCs have already such functionality onboard.
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For real-time analytic applications, latency via cloud computing is unacceptable in many
cases, so there is a trend towards decentralized edge computing [TF18]. The once clearly
defined role of an industrial controller is now increasingly blurring with that of an industrial
computer, leading to the term edge controller.

5.3.1 Software Flexibility

The usage of Docker enables the container as a service (CaaS) principle, which lead to
isolated environments for optional software functionality [GUR17]. Linux Containers (LXC)
are also mentioned as an alternative to Docker to provide lightweight containers. Such
software containers for industrial control units increase the flexibility of future automation
systems [GH16]. For example, the PLC functionality can be installed as a container on the
open platform. This type of PLC is known as soft PLC in contrast to the inflexible hardware-
based PLCs.

Furthermore, real-time control applications based on containers are also valuable for
the reusability and portability of solutions [TMV18]. For example, by installing software
modules on different devices, it is possible to provide functionality centrally on fully au-
tonomous control units but also as distributed functionality with an edge server [GUR17].
An analogy to extending capabilities by installing modules is, for example, Apps for the
smartphone. The illustration in Figure 5.2 indicates the variety of such possible software
modules.
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IOT
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Java

MATLAB

CAN
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Feature extractor
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Software updater

Figure 5.2.: Several exemplary software modules of a control unit are illustrated. Some
modules may have specific software or even hardware dependencies.

Some of these functionalities also depend on specific hardware. To enable real flexibility,
the control unit manufacturer is therefore required to provide adequate hardware modules.
As a result of this architecture it is possible to modify the control unit so that it is well suited
for multiple tasks.

50 Chapter 5 Automation Technologies Enabling Self-Learning Machines



5.3.2 Programming Language Flexibility

Common data scientists are proficient in at least one high-level programming language,
such as Python, R, C++, Java or Matlab. Conventional PLCs, on the other hand, use
special programming languages, such as function block diagram defined according to inter-
national electrotechnical commission (IEC) 61131-3. These special languages guarantee a
real-time behavior that cannot be ensured with native Python, for example. Furthermore,
they are designed in such a way that they are easy to understand even without a degree
in computer science. However, some modern control systems can also be programmed in
adapted C++ or Java to increase the openness of the platform. This can be realized, for ex-
ample, via a motion-logic programming interface (MLPI) [EK11] for different programming
languages.

The openness enables a wide range of functions to be used for the decentralization of
different ML tasks directly on the control unit. Depending on the application, it should
be possible to extend the functions with user-defined libraries from the common toolbox
repositories. Based on the wide open-source community, Python is one of the most popu-
lar programming languages, especially for data scientists. By building its own toolboxes,
Matlab has also become a good programming language for ML, which is particularly used
among engineers.

5.4 Roles of an Edge Controller
The computing power of hardware components has been increasing rapidly for decades.
To benefit from this evolution, the focus should be on developing scalable software ar-
chitectures that minimize the effort and time-to-market for future generations of devices.
The focus within this work is on simplifying the daily work of data scientists in an in-
dustrial context. Thereby the principle of cross-industry standard process for data mining
(CISP-DM) [WH00] is applied to derive the most important capabilities for working on ML
projects. These capabilities will ultimately lead to smaller software modules like described
in Section 5.3.1 to enable custom project work.

In this work, the focus is on process optimization and the necessary intervention in pro-
cess control. This does not apply to image processing, since this increasingly takes place
in programmable cameras with specialized hardware and only their results are passed on
as sensor data. The usual field data (e.g. sensor data) in automation result from one-
dimensional sensor signals, which lead to time series data by recording. In general, an
edge controller should be able to fulfill one or more of the following roles during a data-
driven project:

• collector and distributor of field data,

• pre-processor of field data,

• executor of intelligence,

• auxiliary device for rapid prototyping.
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The abilities listed in this chapter are only to be understood as a supplement to the
abilities of standard PLCs to fulfill these roles. For example, the provision of an RTOS or
the use of safety protocols is a basic requirement.

5.4.1 Collector and Distributor of Field Data

Currently the most common role of a PLC in ML projects is to access the field data and to
create the training data set. This requires, on the one hand, general capabilities for the
acquisition of field data and their intermediate storage on the controller and, on the other
hand, communication capabilities regarding sensors and other network components.

Recording Data
The implemented software tool for recording and temporary storage of field data is called
oscilloscope in the following. To enable qualitative processing of single-channel time series
data, a good recording is defined by maintaining a constant and sufficiently high sampling
rate in addition to the measuring accuracy. If triggered immediately, the oscilloscope should
not lose any value between the end of the first recording and the beginning of the follow-
ing recording. The oscilloscope functionality is getting more complex for multi-channel
recordings. Here, a shared time stamp is essential to combine signals for more dimensional
information. By using the same time stamp, several control units are able to collect data
for a cross-machine purpose. Furthermore, enabling asynchronous recording is desirable
for multiple data acquisition with different uses in parallel.

In some applications, the sensor signals are previously recorded and the recording is then
divided into process sequences by a processing step in order to compare the recordings with
historical data. This segmentation of time series signals usually requires engineering effort
or self-developed algorithms [Bor+17; Pan+19]. By labeling the sequences automatically
with the executed PLC commands, the signal processing complexity and the calculation
effort can be reduced. Referring to the mentioned cross-machine purpose, this triggering of
the oscilloscope functionality should also be able by external sources like a second PLC.

Communication
In reference to the intended CaaS principle for control units, the installed modules must
be enabled for data exchange. The core functionality of the controller should include an
access point for reading and writing data in different programming languages to support
a diversity of software modules. Furthermore, by supporting security protocols this access
point can be used for the communication between different control units. By providing a
message broker, the core functionality enables event-based module interactions.

Open platform communications unified architecture (OPC-UA) is an interoperability pro-
tocol standard for secure and reliable data exchange regarding machine-to-machine com-
munication in industrial automation. There are also other protocol standards such as MT-
Connect, which are designed to provide easy access to process data. In order to enable
projects involving the use of components from different manufacturers, it is essential that
the control unit supports these protocols.
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Another important standard is the institute of electrical and electronics engineers (IEEE)
time-sensitive networking (TSN), which is one of the enabler technologies for many ap-
plications within a smart factory. Here, the end-to-end latency between two components
can be guaranteed, which ensures the industrial real-time requirements. The combination
of OPC-UA and TSN is therefore of great interest and a state-of-the-art challenge [EM19;
GMB18; Bru+19], leading to the fulfillment of real-time, openness, safety and security
features within the smart factory [Zez+18].

In combination with the fifth generation of cellular networks, commonly known as 5G,
TSN will likely be a key technology [VZS19]. Industrial controllers will mainly collect and
distribute data to a centralized server, processing the data and returning decisions to the
controllers with a guaranteed low latency. This evolution will also increase the importance
of direct data streaming abilities of control units.

Another emerging trend are sensors with embedded hardware like microprocessors.
These so-called smart sensors are capable of pre-processing data locally and streaming
it event-based via message queue broker. For instance, message queue telemetry transport
(MQTT) is a widely used protocol especially for communication between devices. For safety
reasons, at least version 5.0 of MQTT must be used to transfer data outside the factory. Al-
ternatively, advanced message queuing protocol (AMQT) can be used [GUR18].

For the sake of completeness, fieldbus communication is still the backbone of industrial
automation, especially for complex actuator and sensor signals. The support of several
common fieldbus systems such as Ethernet for Control Automation Technology (EtherCAT),
Serial Realtime Communication System (Sercos) or Profinet additionally increases flexibil-
ity also with regard to component vendors.

5.4.2 Pre-Processor of Field Data

Before field data can be used as input for models, it often has to be prepared. This pre-
processing step can include the filtering of raw data and the extraction of features. The edge
controller should be able to fulfill this role for two cases. First, decentralized calculations
of field data are used to reduce network congestion, as it is not recommended to send the
whole raw sensor data to the cloud [GUR18]. Second, whenever the controller executes a
model, the correct input is required directly on the device.

Filtering

The provision of parameterizable digital filter options for time series signals such as low
pass filtering for noise reduction is essential for further processing. Especially for large
industrial environments interference signals can lead to significant manipulation of data.
While basic digital filters are easy to design and implement, Matlab and the Python library
SciPy provide powerful support for nonlinear filter design [PG16]. Thus, the control unit
can easily be equipped with complex filters by providing a runtime for such third-party
functionalities.
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Extracting Features
Time series signals of sensor data acquired by the PLC mostly require more complex pre-
processing in addition to filtering for ML approaches. For example, for a bearing damage
detection algorithm that uses vibration sensor signals in the time and frequency domain to-
gether [DC18]. Therefore, the time series signal from the vibration sensor are processed to
obtain the features within the signal, e.g. mean value, variance, coefficient of skewness or C
factor. This task is called feature extraction and there are widely used toolboxes in different
programming languages like Python [Chr+18; BW18], R [RR19] or Matlab [FJ17].

5.4.3 Executor of Intelligence

In general, knowledge about the maximum processing time of the model execution is nec-
essary to guarantee real-time behavior. Furthermore, this execution is callable from the soft
PLC to include the intelligent decisions into the automated process. Running models on the
edge device requires model input to be provided by the device itself or by other network
components. For instance, if the capabilities in Section 5.4.2 are satisfied, locally extracted
features can be used as model input. For the inclusion of intelligence in automation tech-
nology, three cases are common:

1. Using a server for the ML model. Here, continuous data must be transferred to the
server and when the model response is needed, it is sent backwards. The control
unit only performs as a collector, distributor and possibly also as pre-processor of
field data. Popular examples are planning tasks or component lifetime prediction
(predictive maintenance).

2. Expensive trained models are executed on the control unit on the basis of the col-
lected data and can be directly integrated into the control loop. The additional capa-
bilities for this case are discussed in Section 5.4.3.

3. The control unit performs cheap, iterative ML. See Section 5.4.3 for the capabilities
in this case.

Deploying Models
The import has to be consistent in order to easily import models trained by users with differ-
ent preferences for ML environments such as scikit-learn, Matlab, PyTorch. This motivation
led to the development of the open neural network exchange (ONNX) format [BLZ+19]
for trained ML models. Since the hardware components of edge controllers should be
application-dependent, the importance of performance portability across different hard-
ware back-ends continues to grow. Here, an automated optimization compiler [Che+18]
can help to deploy trained models to different hardware platforms, also with accelerators
like field programmable gate arrays (FPGAs) and application-specific integrated circuits
(ASICs). The machines within a factory change over time, which can negatively affect
the accuracy of a trained model [APS18; BKS19]. Dealing with these changes remains a
challenge to enable robust, continual, lifelong learning [Par+19]. An automated update
strategy for retrained models can therefore ensure the best possible performance based on
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the available data [Yan+19]. This recurring training is performed on a central server (edge
or cloud depending on the application).

In summary, a uniform import of models with measured model execution time for the ap-
plied hardware configuration and an automated update feedback loop over newly acquired
data is desirable.

Training Models Online

Another approach of adapting a model to changes over time is iterative online learning.
According to the vision of self-optimization described in Section 1.1, the learning of system
behavior during operation requires an online learning environment with low decision la-
tency for intelligent parameterization. Most often the ML projects are based on toolboxes
without modifying the basic algorithms. A control device should therefore support the
widely used toolboxes for ML, usually based on Python, Matlab, C/C++ or Java.

Since secure and robust functionality must be guaranteed in industry, the inclusion of
novel, self-developed algorithms should be well promoted, as this is an ongoing topic in
research. Such algorithms should include a conservative, safe exploration and a good ex-
ploitation without fatal errors. While the iterative learning step must be performed between
two decisions, the intelligent decision time is required on-demand. Both latencies have to
meet the requirements of the applications to ensure real-time behavior.

5.4.4 Auxiliary Device for Rapid Prototyping

According to the principle of CISP-DM, solutions are based on iterative work in which steps
are repeated until a satisfactory result is achieved. Online visualization or event-based plot-
ting during the solution run increase the understanding of data and the process. To enable
iterative jumps between the implementation steps in the simplest possible way, one also
wants to provide interactive adjustment feedback via a dashboard, which can be used for
hyper-parameter tuning, for example. By hosting a custom dashboard, edge controllers
should be able to support this iterative workflow. An obvious variant would be Node-RED,
as it is widely used for dashboard prototyping in combination with the representational
state transfer (REST) application programming interface (API). With its visual, flow-based
development environment, it gained popularity through numerous private IoT projects.
Users can also develop their own function modules, so-called nodes, and make them freely
available. Due to its flexibility, Node-RED is also becoming increasingly attractive in indus-
try. For instance, Node-RED can be used as a basis for a complete industrial communication
strategy with different protocols like Modbus [Tab+18]. Alternatively, plotly [Inc15] can
be used for dashboard hosting with advanced plotting, including options for using Matlab
graphics.
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5.5 Demonstration of Edge Control Capabilities

To demonstrate the usage of edge controllers, an exemplary ML project is conceptualized
and realized for a fully self-contained (without server usage) drive anomaly detection of a
Cartesian robot, see Figure 5.3. The decision of project scope was made because anomaly
detection without interpretation is considered a rather simple discipline in ML. There are
already many industrial predictive maintenance solutions on the market.

As the focus of this section is the highlighting of edge control capabilities for data-driven
interaction, an open-loop online learning solution architecture variant A (see 5.2.3) is ap-
plied. In principle, the loop can easily be closed to enable process interaction. The demon-
stration robot is build with ctrlX automation components from Bosch Rexroth AG and the
anomaly detection runs on the control unit ctrlX CORE.

Figure 5.3.: Handling robot automated with an edge controller providing a flexible soft-
ware architecture. The Python-based anomaly detection runs on the same de-
vice like the control program. The picture was taken on the SPS fair 2019,
Nuremberg.

5.5.1 Used Control Unit and Field Data Access

With reference to the architecture concepts presented in Section 5.2.2, a controller should
support as many concepts as possible to promote innovation. For the scalability of the
solutions, it is important that the modules can run on a stand-alone control unit or also

56 Chapter 5 Automation Technologies Enabling Self-Learning Machines



via high-performance communication together with another network device. The ctrlX
CORE from Bosch Rexroth AG is presented in the following as open platform enabling all
architecture possibilities.

To further improve scalability, a shared memory concept for interprocess communication
is used, which enables full interaction between the various software modules. Furthermore,
the shared memory can be used as message broker service, where a module can subscribe
to or provide information on a node [ABK21a]. The access path is stored within the control
unit and is available to the allowed network devices [ABK21b]. By addressing the same
node, the modules can obtain the access path, which can point to data on a different device.
In addition to proprietary communication methods, there is also the option of accessing the
system via common standards such as OPC-UA.

The used single-board computer for the ctrlX CORE runs with an ultra lightweight oper-
ating system Ubuntu Core, enabling the container principle by using the package manager
Snap from Canonical. Thus, installed programs run in isolated and immutable environ-
ments. The underlying system and other programs can only interact via the provided inter-
faces. The respective modules can be updated without the risk of affecting the stability of
the system. A process scheduling allows to prioritize different tasks. For example, the real-
time automation program is prioritized and cannot be interrupted by the optional software.
Furthermore, it runs on isolated CPU cores and is specially secured. Since the control unit
can run a web server, the interface can be accessed with a standard web browser without
installing additional software.

5.5.2 Solution Architecture

Detecting anomalies requires knowledge about the normal conditions, which is then used
to train the model. By using the selected software complexity (illustrated in Figure 5.4), the
control unit is enabled to work as collector, pre-processor, executor and during the project
also as auxiliary device. Since container dependencies are generally not CaaS-compliant,
the specified dependencies refer to the functionality for the overall solution. For exam-
ple, EtherCAT, soft PLC and the motion kernel functionality are required in interaction to
communicate with and control the drives. Also a different protocol can be used instead
of EtherCAT depending on the drives. According to the strict CaaS principle, each of the
four Python-dependent modules (digital filters, feature extractor, model executor and data
visualization) should provide its own Python interpreter. However, it is controversial in
this context because of the multiplication of the memory used. A Python 3.7 module is
shown for illustration purposes, but strict CaaS conformance is recommended whenever
possible.

The solution architecture shown in Figure 5.5 illustrates the underlying information flow
within the control device. Commands and data between the control unit and the drive
are exchanged by EtherCAT communication. Additional sensors (e.g. buttons and security
system) and actuators (e.g. indicator lights) are connected to a standard I/O system. The
drive is controlled by the motion kernel functionality in the soft PLC, for example based
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Figure 5.4.: The illustrated software complexity is used within the control unit for the drive
anomaly detection: Based on the core functionality with shared data access
point, the user can add optional modules and exclude not needed modules to
obtain the best performance with minimal complexity. Bricks represent mod-
ules and stacks indicate dependencies of functionality for the overall solution.

on Codesys (development environment for IEC 61131-3 programming languages). During
movement, the drive signals are recorded by the oscilloscope functionality and then stored
to the central data access point. The data is pre-processed with digital filters provided by
SciPy before the feature extraction, which is based on another Python library.

Digital filters can be used if required to reduce impurities in the signal to match the
capabilities of Section 5.4. The calculated features are used as input for the trained model
or an online training. This training can be fulfilled with one of the many freely available
Python-based ML libraries (e.g. scikit-learn). Via a message broker (e.g. MQTT) the newly
occurring results are transferred and cause the interaction between result values and the
interface. Instead of MQTT, the internal message broker of the core functionality can also
be used. The models output is visualized with some additional feedback functions on a
Node-RED dashboard with plotly [Inc15] functionality. These additional features are used
to further improve model accuracy by testing the detection online following the principle
of CISP-DM.

5.5.3 Field Data and Pre-Processing

The field data is obtained directly by the drive including torque and position, both recorded
with sampling rate of 500 Hz. For the extracted features of the torque, a rolling window of
600 ms every 200 ms is processed. Following features are selected: standard deviation, abso-
lute energy, mean value, mean change and number of peaks within window of 8 samples (in-
formation about the detailed meaning can be found in documentation of tsfresh [Chr+18]).
Together with the sixth feature, the drive position, this yields the input space, which is nor-
malized by a standard min-max scaling transformation as last pre-processing step. This
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Figure 5.5.: The shown software architecture is applied for the drive anomaly detection
project: The information flow is represented by arrows and software containers
as orange boxes.

transformation operation is based on the training set and remains fixed for operations on
data during the online detection.

5.5.4 Dimensionality Reduction

Probabilistic principal component analysis (PCA) [TB99] is commonly used to reduce com-
plexity of high-dimensional data and calculate a transformation to lower dimensional result
data with identically no loss of information. The two most often intentions of usage are for
speeding up algorithms because of the smaller input vectors and for visualization (2D / 3D
plotting). Here, both is the case, because anomalies are to be detected online so that a
quick reaction can be taken, and the trained model is to be presented on a hosted website
as a user interface. Depending on the amount of data the user wants to collect, the efficient
randomized truncated singular value decomposition [HMT11] or the full singular value
decomposition is computed. In both cases the PCA transformation is trained to reduce the
dimensionality of six features to three enabling 3D plotting and an efficient calculation.

5.5.5 Anomaly Detection

For the drive anomaly detection, two categories of algorithms are possible: Novelty de-
tection or outlier detection. Both aim to separate regular from conspicuous observations.
While novelty detection is aware of labels within the training set, outlier detection has no
clear knowledge about observations of the training set that could be partly conspicuous.

5.5 Demonstration of Edge Control Capabilities 59



Here, an unsupervised outlier detection is implemented. 70% of data is used for the train-
ing of a one-class support vector machine [Sch+01] with the universal RBF kernel and
30% for the cross-validation with automated hyper-parameter tuning of the kernel coeffi-
cient γRBF = 1

σ2 between 1 and 8. Too small values of γRBF lead to many false negatives
(anomalies are not detected), while too large γRBF lead to over-fitting and false positives
(wrong detected anomalies). To increase the accuracy of the γRBF optimization, 1% of ar-
tificial points randomly drawn from a uniform distribution are included to the test and
cross-validation set as anomalies.

5.5.6 Evaluation

Over the hosted web interface, see Figure 5.6, the user can collect data and see live ex-
tracted features. After collecting enough data, the dimensionality is reduced and the sup-
port vector machine is trained. The 3D plot indicates how well the training was and the
online detection can be started. The implemented drive anomaly simulation adds some
noise to the drive control signal, leading to their successful detection by the presented
approach.

Figure 5.6.: The hosted web interface dashboard is based on a combination of Node-RED
and plotly. The left shown time-series features (only four of them plotted) are
extracted from the measured torque and the position. The cycle time of the
whole process is approximately 35 seconds. By using a principle component
analysis after collecting enough ok data, the dimensions are reduced to three
and a one-class support vector machine is trained (orange cloud in right plot).
Once training is completed, the current condition is monitored (green dots
mean normal, red dots mean an anomaly detected). The manipulated condi-
tion caused by the implemented drive anomaly simulation (adding noise to the
motor control signal) is easy to detect.
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5.6 Discussion
The layered data analysis architecture presented by Peres et al. [Per+16a] includes a data
acquisition layer (pre-processing tasks such as filtering or feature extraction), a data queue
layer (only the relevant extracted features are transferred) and a data processing layer
(data usage and execution of logic or trained models). As demonstrated in this chapter, an
edge controller can be able to perform not only one but several layers in one single device.
In addition, the identified roles (collector, distributor and pre-processor of field data as well
as for the final intelligence executions) for data-driven applications can be divided among
several controllers for cross-machine solutions. In this way, a classic PLC will no longer be
the central component for automation projects. Instead, the functionality will be used as
an independent software module on an edge controller as one of many modules. Using an
open edge controller can also simplify rapid prototyping with live plotting and feedback
strategies to accelerate process understanding for data scientists. Appendix A.1 provides
more detailed information about the capabilities of edge controllers that are desirable from
a future-oriented perspective regarding data-driven projects.

5.6.1 Limitations
For self-learning machines only three out of four identified solution architectures come into
consideration because continual optimization of process control based on real experience
requires an online learning approach. However, only the NRT online learning variants are
suitable as a comprehensive architecture for reasons of solutions flexibility. The project
presented demonstrated how such a solution architecture might look in detail. Since the
NRT variants are not hard real-time capable, the following chapters will always be limited
to firm real-time, that can be approved for process optimization applications as long as the
process execution is not negatively affected.

5.6.2 Outlook
Since the requirements within a smart factory are constantly changing due to advancing
research results, adaptability of the system architecture is crucial. In particular, the success-
ful combination of 5G and TSN will open up new possibilities, underlining the need why
software flexibility is the key feature of industrial edge controllers.
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Simulation-Based Training for
Real Process Control

6
Contributions within this Chapter: A complex manufacturing-like process is auto-
mated by using a modular simulation for the virtual training of a control model based on
DRL. Aided by domain randomization, training in a virtual environment is crucial due to
the benefit of accelerated training speed and the desire for safe RL. The setup and work-
flow presented are designed to mimic the characteristics of real manufacturing processes
and prove that DRL can be applied to physical systems built from industrial drive and con-
trol components by transferring policies learned in simulation to the real machine. In this
way, it is demonstrated that simulation-based DRL in industrial automation technology is
an option to safely prepare the model so that process quality standards can be directly met
when transferring it to the real system.

Parts of this chapter have been previously published:

• Stefano De Blasi, Sebastian Klöser, Arne Müller, Robin Reuben, Fabian Sturm, and
Timo Zerrer. “KIcker: An Industrial Drive and Control Foosball System automated
with Deep Reinforcement Learning.” In: J. Intell. Robotic Syst. 102.20 (2021), pp. 1–
18.

6.1 Introduction
Real-world applications of RL in industry are mainly hindered by the fundamental problem
of sample inefficiency. A lot of interaction experience is required and at the same time eco-
nomic aspects are often decisive in industry also for ML [BRB17]. Accordingly, expensive
experiments under laboratory conditions are not desired and DRL approaches are rarely
evaluated or at least applied in real industrial environments [PB21]. Learning directly in
production from scratch is not an option because of the economic and safety constraints.

This chapter investigates whether modern DRL algorithms are capable of producing
simulation-trained models that can successfully control industrial use cases without first
using the real system for training. With virtual systems there is no risk of physical hardware
damage or real-world harm. Furthermore, to learn a complex task an agent might need to
gather hundreds of years of experience in real-world, which is hardly feasible. Moreover,
training in a simulation can compensate for sampling inefficiency by making the simulation
run many orders of magnitude faster than real experiments would.

The usage of simulated environments to train agents with the goal of transferring them
back to a real-world system is known as sim-to-real RL. Sim-to-real projects suffer from the
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so-called reality gap, i.e. the discrepancy between simulation and reality. The larger this
gap is, the greater the expected loss of performance when transferring to the real system.
A widely used approach to deal with such shortcomings is domain randomization, which
is introduced in Section 3.2.3. Despite the potential and the efforts, especially in robotic
manipulators [Kal+18; Sch+19b], there is no wider usage of sim-to-real DRL in manufac-
turing processes. To address this research gap, the work within this chapter considers the
industrial circumstances and explicitly uses industrial control architectures. In particular,
industry has strict timelines for introducing new automation systems, production cannot be
stopped for experimentation, and the software controlling production is highly integrated
into a larger manufacturing execution system (MES) and therefore not readily available
for simulation. Because of these limitations, the approach intentionally does not include
any additional adjustment or recalibration before the model is transferred to the physical
system for evaluation, and has a limited training time.

As a suitable demonstrator, a gamified manufacturing-like environment with industrial
drive and control components common in automation technology is presented: the KIcker
(KI is the German acronym for artificial intelligence), see Figure 6.1. This semi-automated
system is based on the classic pub game Foosball, which is, depending on the region, also
known as table football or table soccer. Although other real-world reaction games have been
automated using ML approaches (such as table tennis [KBP13; ZXZ17], air hockey [TS17],
or hockey [Che+17]), this has not led to many applications in the real-time sensitive indus-
try because the focus was not on industrial transfer.

Figure 6.1.: A professional Foosball table with semi-automated rods can be controlled by
industrial drive and control components. A camera above the playing field
captures images, which can be used for perception.
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Related Work Regarding Automated Foosball

Foosball has already been successfully semi-automated to enable single player play based
on a decision tree developed without ML methods [Wei05], where the action velocities are
adapted to the opponent’s strength [WRN05] and rule-violations can be detected [HZ08].
Camera-based estimation of the angles of the rods and the position of the ball can be used
to determine the states of the environment [BL12]. Depending on the desired quality, the
camera-based ball tracking system in Foosball can be complex due to the rods (they can
obstruct the view of the ball) and the game speed [JBM09; Jan+12]. For example, Weigel
[Wei05] presented an approach of placing the camera underneath a Foosball table with a
transparent playing field. Although there have been several innovations in state-tracking,
little has changed in the considerable effort required to program the controller, because
even if some of these systems were able to defeat advanced players, their logic was al-
ways coded by programmers. However, from a scientific point of view, an semi-automated
Foosball is ideally suited to evaluate different learning approaches [WN08; PZK03]. For in-
stance, some sequences such as slide-kicking or locking were imitated by applying problem-
specific learning algorithms [ZN07a] to recorded games [ZN07b] for the rule-based appli-
cation of these sequences afterwards. However, in the past, Foosball has been rejected as a
challenge for full RL due to the enormous number of states, the complex patterns of state
transitions and the complexity of building a machine that can make precise contact with
the ball [Cam+09]. In this chapter, the usage of sim-to-real DRL aims to generate logic
that reacts appropriately to given conditions in real-time, enabling a self-learning system
in long-term. The motivation is not to present a superior Foosball algorithm, but rather
to minimize the necessary programming effort for this manufacturing-like system through
the usage of DRL methods. This effort reduction is demonstrated via the automation of a
subtask and can be applied to more complex tasks in the future. While better performance
could be achieved through rule-based approaches, their implementation requires a high
level of programming effort, which will only increase for more complex tasks. In contrast,
the human effort required to train a DRL model for more complex tasks will increase less
strongly and provides a high degree of flexibility.

6.2 The KIcker Drive and Control System

In this section, the KIcker system shown in Figure 6.1 is presented from a technical point
of view. In addition to the hardware, the architecture used is described, which allows the
virtually trained model to ultimately interact with the real Foosball environment by means
of the actuators and sensors. The Foosball RL problem is also formulated as a Markov
decision process (MDP), which classically consists of sets of states, actions, a transition
function, and a reward structure.
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6.2.1 Construction

The semi-automated KIcker system consists of four principal components which are briefly
described below.

Foosball Table: A widely used professional Foosball table Ullrich Sport U4P with four
rods per side is the basis of the project.

Drive and Control System: One side of the Foosball table is driven by a set of motors,
two for each rod. The rotation is handled by synchronous IndraDyn S MS2N03 motors and
linear IndraDyn L MCL020 motors are installed for the translation of the rods. These motors
are connected to drive converters of type IndraDrive Cs. The PLC IndraControl XM21 and
XM22 communicate with the drives via the Sercos interface and handle the control of all
electrical components. For the Python functionality (for ball-detection and inference using
the trained models), an NVIDIA Jetson TX2 is used.

Since the different rods have different lateral position limits, the control actions are re-
stricted. Referring to the lateral position of a rod by the position of its center, depending on
the rod, the limits vary from ±55 mm about the middle for the midfield rod to 180 mm for
the defender rod. The striker rod takes lateral positions p ∈ [−115 mm, 115 mm]. In addi-
tion to lateral translation, the rotation angle of each rod takes values α ∈ [−90◦, 90◦]. The
fixed position and kinematic limits (e.g. maximum jerk, velocity and acceleration) are spec-
ified by the KIcker system. They are enforced before a new command is set. Furthermore,
the parameters of the actuator control (cascade control) remain unchanged with default
values.

Sensing: The visual observation of the Foosball environment is enabled by a Logitech Brio
4K camera with up to 60 fps which is mounted above the table. Furthermore, the drives
are used as sensors to obtain the current lateral and angular positions and velocities of the
motors.

Safety: Sick miniTwin4 safety light curtains are installed above the Foosball field to stop
all rod movement whenever an object (e.g. a human hand) gets too close to the playing
field and the moving rods.

6.2.2 System Architecture

The architecture of the system and the information flow is illustrated in Figure 6.2. The cur-
rent lateral and angular position and velocity values of the drives are transferred to the PLC
via Sercos and can be read by the OPC-UA Python client within the Python script running
on the industrial personal computer (IPC). Based on the inputs given by the ball position
and the drive values, the actions of the agent (setting the desired angular and lateral po-
sition) are calculated and sent back to the PLC. The movement of the industrial motors is
handled by drive converters that are controlled via target waypoints transferred through
Sercos. Given an overall desired (lateral and angular) position decided on by the agent,
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the drive controller calculates these waypoints as points on a jerk-limited trajectory. Due to
the necessary lead time for the hardware setup, no ctrlX CORE could be used. Accordingly,
the advantages of a flexible architecture described in Chapter 5 could not be used. How-
ever, it should be mentioned that it is possible to simplify the architecture presented in this
section by using several software modules. Therefore, the model execution, ball detection
and soft PLC functions can be executed on the same edge controller and communicate via
the base functionality. Accordingly, the present chapter’s pioneering role is to be reduced to
the proof-of-concept idea, which is to train safely within virtual environments for efficient
preparation. Thus, the offline learning (firm real-time) architecture from Section 5.2.3 is
applied, as the focus is on sim-to-real DRL.
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Figure 6.2.: The drives are controlled via Sercos communication by the PLC. The PLC also
takes care of the security functionalities of the system. Within the PLC, the
drive data (current position and velocity) is cyclically read and can be accessed
by an IPC via the OPC-UA Python client. In addition to the drive data, the IPC
also detects the ball based on pictures from the camera. This data is used as
input for the trained neural network and the output command (desired target
points for drive positions) is then executed via the PLC.

6.2.3 The KIcker as a Markov Decision Process

Since the working hypothesis is to be able to train a process control model for
manufacturing-like environments by using a simulation, the main focus is on the success-
fully bridging the reality gap. From a pure ML perspective, it would have been interesting
to train the complete KIcker system (whether as a cooperative single- or multi-agent sce-
nario). However, to prove the hypothesis it is sufficient to automate a complex subtask of
the game and thus prove that the sim-to-real transfer actually works. Therefore, the project
work is limited to one subtask: training the forward rod (all three players) to score goals
without an opposing goalie. More complex tasks like adding the role of an opponent goal
keeper would increase the required training iterations. However, this does not add any
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further complexity to the sim-to-real transfer part of this project, which is the defined focus
of this chapter. In the following, the selected subtask is described in terms of an MDP.

Observation Space: For the subtask, the observations used for the MDP are six-
dimensional. This includes the Cartesian ball coordinates (bx, by) as well as the lateral
position p, angular position d, linear velocity ṗ and angular velocity ḋ of the striker rod.
While the drive variables (rod positions and velocities) can be read directly from the drives
(via Sercos), the ball position cannot. Rather, the ball position is obtained more indirectly,
being extracted with a standard color-based detection algorithm (here sensitive on red)
from each frame captured by the camera above the table. For illustration, such a sample
camera frame is shown in Figure 6.3. The center of the field with dimensions 120 cm x
68 cm is chosen as the origin of the coordinate system (the yellow cross). The unavailabil-
ity of good information on the ball velocity from the camera (running at 60 fps) led to the
entire exclusion of it from the observations. There are many possible options to extend
the complexity of this system in the future. For instance, by the expansion of the input
space, the ball velocities or the visually detected positions of the human opponent’s rods
can be included. However, such an expansion would require the installation of a high-speed
camera.

Figure 6.3.: The observations are marked within the camera frame of Foosball field. The
yellow cross indicates the origin of the coordinate system. The observations
(in blue) include the ball position, the rotation angle and angular velocity of
the striker rod and the translational/lateral position and velocity of the striker
rod. The action space is two-dimensional and consists of setting the desired
target lateral and angular positions for the striker rod.
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Control: The range of possible control actions for the KIcker MDP are 2D vectors with
continuous entries corresponding to the lateral and angular target positions. Such vectors
are sent to the PLC, which sets up the commands for the linear and the angular drives. The
drives calculate the movement based on the maximum jerk, speed and position for each
motor.

Rewards: The objective for the automated KIcker is to score goals. To keep the reward
engineering simple, a sparse reward setup is chosen. In the case of the KIcker, this means
essentially only issuing rewards for scored goals. The details of the reward structure are
covered in Section 6.4.1 after presenting the simulation environment first.

6.3 Simulation

Based on the construction and the interface of the KIcker, the physically representative
simulation environment is introduced in this section. After the considered simulation pa-
rameters have been specified, the modeling solution for the jerk-limited position control is
addressed.

6.3.1 Bridging the Reality Gap

It is essential that the simulation has similar movement control mechanisms as the real
KIcker including the physical effects. The term reality gap describes the issues that arise
from the unavoidable deviations of any simulation from the real-world. If not addressed,
the reality gap can nullify all benefits that are associated with simulation-based learning.
There are multiple approaches to bridge this gap [Sal+21]. Based on the recent successes
associated with domain randomization in sim-to-real DRL [Tob+17], two aspects are con-
sidered to achieve a good model transfer for the KIcker:

1. To ensure that the simulation serving as training environment is as good a depiction
of the real physical system as possible. This means that the simulation captures to a
sufficient degree all the kinematical and dynamical properties of the KIcker relevant
to the task which is to be learned. The measures taken to meet this demand are
described in Section 6.3.2 and Section 6.3.3.

2. To apply domain randomization to those parts of the simulated physical system which
are assumed to suffer from imprecision. Details for this are described in Section 6.4.2.

6.3.2 Passive Physics of the Unity Environment

The KIcker is simulated using version 2018.3.7f1 of the game engine Unity3D. The physical
parameters of Unity’s Nvidia PhysX engine used to obtain a sufficiently accurate simulation
of the KIcker are listed in the following.
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Dimensions of the Table and Figurines: The dimensions of the table are obtained
by the manufacturer Ullrich. A created CAD model can be integrated into Unity to be used
to set and check the dimensions. In this way, a baseline representation of the physical
system in Unity is provided. For the figurines, an available Unity asset is used which is not
identical to the original players. To achieve a sufficient correspondence, the dimensions
(width, height, angle of the feet) of the asset are adjusted to the original dimensions. In
the real environment, the goal has a width of 20 cm. In the simulation, however, it is set to
18 cm to have more margin for error for the trained policy.

Physic Materials: Unity allows to use customized physic materials carrying the proper-
ties bounciness, static friction and dynamic friction, as well as the possibility to choose how
the friction and bounciness of colliding objects are combined by the physics engine. Four
different kinds of materials are used: one each for the walls, the ball, the field and the
figurines.

Drag: Unity allows one to set both linear drag and angular drag. Nontrivial values for
these are used only for the ball. The rods and figurines can be ignored because the actuation
for the rods is kinematically controlled as described in Section 6.3.3.

Masses: There are only two relevant types of dynamical objects on the table, namely the
ball and the rod-figurine systems. This means that only the masses of these two objects
must be taken into account.

Calibration of the Parameters: With respect to parameter calibration, it is assumed
that industrial processes cannot be stopped for extensive measurements or be used because
the production line is still in construction. Thus, no measurements or other experiments on
the KIcker itself are performed to calibrate before the virtual training. Instead, calibration
for the values of the physical materials, air resistance, and ball mass took place through
trial and error, resulting in realistic-looking roll, glide, and collision behavior. The initial
calibration of the ball mass is aided by taking straight shots with the striker rod at the max-
imum shot-power (see Section 6.3.3), recording the velocity of the ball and comparing it
to the velocities typically achieved by professional Foosball players. Since the usage of the
physics engine is bypassed by controlling the rods kinematically and specifying the effective
velocities at each time step (see Section 6.3.3), the masses of the rod-figure systems them-
selves are irrelevant. Rather, only the relative mass between the rod-figurine system and
the ball is relevant, which is already calibrated by calibrating the ball mass. This pragmatic
approach results in inaccuracies that had to be addressed by randomization as described in
Section 6.4.2.

6.3.3 Control Module for Motion
The used drives are controlled via jerk-limited movement commands, which are executed
by addressing a new target position. For the KIcker, one can specify a lateral and angular
target position and the rod will be set off on a uniquely defined trajectory towards that
position until one chooses a different position causing the system to calculate and execute
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a new trajectory. During this execution the drive observes the current values and reacts
to differences to keep slippage to a minimum. To have an adequate virtual representation
the trajectory generation and execution have to be part of the simulation. Therefore, the
entire trajectory is generated and translated into actuation commands in Unity. The process
schema is illustrated in Figure 6.4.

start next 
Unity step

determine
current position

get next
target position

get effective
velocities

randomize
velocities

set 
velocities

do 
simulation step

randomize
observations predict action

update trajectory

export
kinematical state

import sampled
trajectory

calculate
trajectory

decision interval
reached?

yes

no

Figure 6.4.: At each Unity time step, the environment checks to see if it requires the agent
to make a new decision. If the decision interval is reached, the agent receives
randomized observations based upon which it decides on new actions (this
decision-loop reflects the MDP described). The associated positions and an-
gles are used to calculate the time optimal trajectories controlling the striker
rod. Trajectory-following is realized by using the next target waypoint and the
current rod position to calculate the effective velocity required to arrive at the
target position in the next simulation time step. Before setting the velocity and
calculating the simulation step, it is randomized.

Trajectory Generation Module: A typical trajectory from position A to position B
along with the curves for velocity, acceleration and jerk can be seen in Figure 6.5. Once the
parameters have been chosen for the desired limiting parameters of the velocity (vmin, vmax),
acceleration (amin, amax) and jerk (jmin, jmax), under the constraint of time optimality, the tra-
jectory is uniquely defined. The TopiCo library of Beul and Behnke [BB17] is used because
of its fast (≪ 1 ms per axis per trajectory) and parallelizable generation of full trajectories,
which enabled the integration to Unity to rapidly receive and start following new trajecto-
ries when a new decision is made by the agent. Since the library was originally written in
Matlab, a compiled .NET assembly is required to enable the trajectory generator to interact
with the C#-scripts that control the Unity environment. Whenever the agent decides on a
new target position, the current positions, velocities and accelerations of the rods are sent
to the assembly, the time-optimal trajectories are calculated and sent back to Unity.

Kinematic Control for Tracking the Trajectories: To ensure compliance with the
trajectories given by the model, Unity’s functionality must be adapted accordingly. If, for ex-
ample, the positions on the trajectory were set in Unity after each time step, the movement
would be perfect, but the movement dynamics would be lost. This, however, is essential
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Figure 6.5.: The jerk-limited motion profile consists of seven different phases during the
trajectory from position A to position B.

in order to convert the force impulse from player to ball. If, on the other hand, one only
controls the kinematics, one simplifies the problem, as Unity takes care about the dynamics
for forces and torques. Unity’s physics engine uses the velocity of Unity rigidbodies as the
main dynamic variable. Here, forces are effectively implemented as incremental changes in
velocity. So when the velocity of a rigidbody is manually changed in Unity, the position can
be adjusted incrementally without losing the effects of the dynamics. Therefore, in order
for the simulated rod-figurines system (a rigidbody, from now on just rod) to follow a de-
sired trajectory, at each Unity time step its velocity is manually set to the appropriate value.
PhysX models the kinematics and dynamics at each time step by a uniform motion. Thus,
the non-uniform trajectories must be approximated with uniform increments, which is en-
sured by placing the rod at the correct position given by the trajectory after each simulation
step.

The approximation is achieved as follows: let X(t) be the trajectory in position space. At
time t with time step ∆t, the current position of the rod is obtained (ideally equals X(t))
and the effective velocity veff required to reach X(t + ∆t) in time is calculated:

veff = X(t + ∆t) − X(t)
∆t

. (6.1)

Note that the current position is not retrieved from the trajectory itself, but from Unity, even
though they should ideally be identical. This approach avoids inaccuracies such as numeri-
cal errors or delays in the simulation. Moreover, this approach enables easy randomization
of the commanded position at each time step without having to worry about accumulating
errors. Thus, the choice of effective velocity ensures maximum reliability in tracking the
positions commanded by the trajectory, while sacrificing velocity accuracy, since position
accuracy is more essential.
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6.4 Training
This section covers the details of training in the simulated environment as well as the
transfer to the real KIcker. First, the MDP of the KIcker is expanded on the structure for the
simulation. Then, the used approach of domain randomization and training is presented.

6.4.1 Virtual Environment as a Markov Decision Process

The MDP of the KIcker system introduced in Section 6.2.3 is further elaborated with respect
to the simulation,

Observation Space: The observation input is a 6D vector with continuous entries con-
taining the lateral and angular rod positions and velocities, as well as the ball position. All
variables are taken directly from the simulation.

Action Space: The action output is a 2D vector with continuous entries corresponding
to the lateral and angular target positions.

Done Criterion: The MDP is split into episodes of a defined length. Rewards are ac-
cumulated based on the actions taken by the agent until an episode is done. The done
criterion for an episode is fulfilled whenever MaxSteps is reached, a goal is scored, the ball
crosses the middle line, or it comes to rest in an unreachable area.

Time Intervals: The simulation time interval is set to 1 ms while the decision interval is
greater or equal to this, depending on the model scenario (see Section 6.4.2 for details).

Reward Structure: The instantaneous reward that the agent receives from the envi-
ronment is calculated after each decision step. A sparse reward structure is chosen, as
complex reward-engineering would be in conflict with the overall goal of evaluating DRL
for manufacturing-like processes. Thus, only scoring a goal provides a meaningful reward
of r̂goal = 5. This simplification is desired within the manufacturing-like setting but it
is harder for the agent to learn from than carefully crated rewards. A time penalty of
r̂time = − 1

MaxSteps is applied. Furthermore, the penalty of r̂backshot = −1 is activated when-
ever the ball crosses the middle line, which is corresponding to a shot backwards or re-
bounded. So, the reward after every decision step is r̂ = r̂goal + r̂time + r̂backshot and accumu-
lated during each episode.

6.4.2 Domain Randomization

The applied randomization addresses the known and anticipated shortcomings of the sim-
ulation leading to improved generalization. Based on the related work described, as many
quantities as possible are randomized with relatively wide ranges for the applied noise. The
actual randomization is applied on two levels:
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Table 6.1.: Applied randomization of physical quantities per episode

Quantity Distribution type Parameters
Rod spawn position Uniform low, high = -7.75 cm, 7.75 cm
Ball spawn position Uniform low, high = -20 cm, 20 cm
Figurine width factor Normal mean, std = 1, 0.1
Friction factor Normal mean, std = 1, 0.1
Ball mass factor Normal mean, std = 1, 0.02
Ball size factor Normal mean, std = 1, 0.02

1. Episode level: Multiple physical quantities are randomized from episode to episode.
So, the values for these quantities vary between two episodes but are fixed within
one episode. The randomized quantities, randomization type and the associated
parameters can be seen in Table 6.1.

2. Decision level: In each time step, the observations as well as the actions are ran-
domized around their actual value. The observations are randomized by scaling with
a factor sampled from a normal distribution for each entry. The actions are random-
ized by multiplying the effective velocity veff with a factor sampled from a normal
distribution. Both distributions have a mean of 1 and a standard deviation of 0.01.
Randomizing the effective velocity results in a deviation from the desired trajectory
in each time step. Nevertheless, since the effective velocities are always calculated on
the actual position and not the trajectory positions, the deviations do not accumulate
over time.

In addition to using domain randomization, multiple models are trained with varying deci-
sion intervals, i.e. the time interval after which the environment demands a new decision
from the agent. This approach is chosen to deal with the relatively slow image processing
from the camera for the selected decision intervals 5, 10, 20 and 33 ms.

6.4.3 Selection of Learning Algorithm

The selection of an appropriate DRL algorithm is made based on the fact that the Unity ml-
agents framework provides a ready-to-use implementation of PPO [Jul+18] and that PPO is
a state-of-the-art DRL method for continual control tasks, see Section 3.2 for details. As it is
common, the actor and the critic networks share all layers but the output. The feed-forward
neural networks contain two hidden layers, each with 512 neurons, both fully connected.
All neurons use a swish activation function. The chosen set of hyper-parameters can be
found in Table 6.2. Regardless of the training progress, the training is terminated after 48
hours in each case, since in comparable projects with an uncertain outcome, interim results
must always be presented in order to ensure the further progress of the project. For the
training, a business laptop with an Intel Core i7-3720QM processor and 28 GB RAM (no
GPU acceleration) is used.
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Table 6.2.: Hyper-parameter selection for policy training in simulation

Parameter Value
#Layers 2
#Neurons per layer 512
ϵ 0.2
γdis 0.95
λ 0.95
cv 0.5
cent 0.01
Learning rate 3 · 10−4

6.4.4 Training Execution

Multiple models with different setups are deployed, such as variations of the decision inter-
val or models trained with a single striker. Finally, the most promising model is chosen for
a more detailed evaluation: the model trained with all three strikers and a decision interval
of 10 ms. The reward progress of the training is shown in Figure 6.6. The performance
shows clear progress in the 48 hours of training but it is also evident that the plateau is still
not reached.
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Figure 6.6.: The average reward per episode increases over 600000 training steps in simu-
lation. Red dashed lines indicate the untrained and the first and second check-
point of the model used for evaluation.

6.4.5 Transfer to the Physical System

The trained models are transferred directly to the physical system without any additional
adaptation or re-calibration. The domain randomization procedure is applied to allow the
model to generalize and perform when transferred to the real environment. This one-shot
transferring of the model is a realistic scenario since strict time constraints for setting up
automation are common and there is low tolerance for downtime of existing hardware,
which complicates adaptation measurements.
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6.5 Evaluation

To investigate the characteristics of the sim-to-real transfer for the KIcker, two quality met-
rics are defined: first, the goal success rate and second, the goal scoring time as an indicator
of goal quality (faster goals indicate a higher shot quality). The evaluation consists of in-
vestigating the quality measures for five different ball positions. These positions, reflecting
both straight and diagonal shots, are chosen symmetrically to the left and right of the cen-
ter position, as well as at the center positions itself, i.e. lateral distances from the center
of 0 cm, ±5 cm and ±10 cm. The distance of the ball to the midfield line is 26 cm, meaning
that it is just slightly shifted towards the goal from under the striker rod. Due to inac-
curacy in placing the ball on the KIcker for evaluation, the positions are rather position
regions. These are also taken into account in the evaluation of simulation by placing the
ball randomly in squares of 5 mm around the specified position.

The striker rod is always initialized in the center position with the feet pointing down-
wards. Note that this set of tested shots is only a small subset of the initialization scenarios
seen in training, since there, both the ball and the striker rod are initialized along a large
continuous range of positions (between −7.75 cm and 7.75 cm for the rod and −20 cm and
20 cm for the ball, see Section 6.4.2). To investigate the agent’s behavior at different train-
ing stages, all quantities are evaluated for an untrained, half-trained and maximally trained
agent. The different stages are highlighted in Figure 6.6 as vertical red dashed lines. In the
simulation, a total of 500 trials are executed for each of the above-mentioned positions. On
the real KIcker, the number of recorded trials is between 23 and 36.

6.5.1 Goal Success Rate and Scoring Quality

The results for the goal success rate in the simulation and with the model running on
the real KIcker are compared in Table 6.3. In the simulation, the success rate of the first
checkpoint model is higher than the untrained one for all positions, which also applies to
the behavior of the real KIcker system. Since a successful experiment is defined by simply
scoring goals, there is no indicator of how strongly or weakly they are scored. To investigate
the quality of scored goals, the time is measured of how long it takes to score a goal in both,
the simulated and the real environment. While the values are available in the simulation,
an image-based timer function is implemented for the real KIcker. The timer starts as soon
as the camera detects the ball for the first time and a goal can be recorded as soon as the
ball leaves the camera frame on the right side, which is the stop criterion for the timer.
The results are plotted in Figure 6.7. As might be expected, the required time to score a
goal is lower in the simulation than in reality. Furthermore, it is lower on average for the
maximally trained stage than for the first checkpoint.

Central Position: In the simulation with the untrained model, the agent already has a
high success rate for the trivial task where the ball is placed at the 0 cm position, directly
in front of the center striker. This improves to 100 % success rate with further training
progress. Even for the untrained model, the high success rate is not surprising since all that
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Table 6.3.: The goal success rate of experiments in % for the simulation (n = 500) is
compared to the performance of the same model deployed on the real KIcker
(n = 23...36).

Simulation

stage
left
(10 cm)

left (5 cm) center
right
(5 cm)

right
(10 cm)

untrained 0 0 85 0 0
checkpoint 1 62 83 100 92 84
checkpoint 2 68 74 100 42 92

KIcker

stage
left
(10 cm)

left (5 cm) center
right
(5 cm)

right
(10 cm)

untrained 9 33 54 31 23
checkpoint 1 32 61 89 72 27
checkpoint 2 65 69 88 69 38
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Figure 6.7.: The seconds per successfully scored goal are measured in virtual and real envi-
ronment. Lower values indicate a higher scoring quality.

has to happen for a goal to be scored is for the center striker to even lightly tap the ball lying
right in front of its feet. Similar results can be obtained by the real KIcker. By evaluating
the scoring time, one can identify an improvement of the goal quality on average during
the learning progress.

Half-Left Position: On the left side, the difference between the two trained checkpoint
models is in the single digit percentage point range for simulation and real system. Further-
more, the mean of required scoring time decreases with learning progress.

Half-Right Position: The behavior for the right side is much more unexpected. In sim-
ulation, a significant decrease in performance can be found for the 5 cm position between
the trained checkpoint stages. In comparison with the results of the simulation, the dif-
ferences for this position between the trained models are not reflected in the real system.
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Here, no significant difference between the two checkpoints can be found. To further inves-
tigate what is causing the performance-drop in the simulation at the ’5 cm right’ position,
additional virtual experiments are fulfilled for balls uniformly initialized between the ’4 cm
right’ and ’6 cm right’ positions. For the checkpoint 1 model, a success rate of 95 % is
achieved, and 64 % for the checkpoint 2 model. This observation reflects the rate originally
achieved at the 5 cm position for checkpoint 1. The scoring of checkpoint 2, however, is
significantly more successful in this 4 cm to 6 cm range than it is at the 5 cm position alone,
with a success rate closer to the range of what is observed on the real KIcker and also is con-
sistent with the left 5 cm position. This indicates that the checkpoint 2 model is struggling
specifically with the 5 cm position. Such effects should decrease more and more if training
is continued.

Outer Left Position: On the outer left position, the checkpoint 2 model is able to per-
form significantly better than the half-trained or the untrained model. The large spread
of scoring time for this position in the simulation is likely caused by rebound shots, which
take more time. In the real system, these are more seldom which explains the lower spread
of the scoring times there.

Outer Right Position: The success rate for the outer right position increases to 92 %.
The behavior for this position can be interpreted as an effect which reflects the agent’s
adaptation to specifics of the simulation, which are not present in reality (despite domain
randomization). This interpretation is supported by the significantly lower success rate for
this position on the real Kicker. The extreme success rate regarding virtual experiments is
not even reached halfway on the real physical system. However, the real KIcker behavior on
the outer right position improved by more than 10 percentage during training, which shows
a clear and positive trend. The differences between the simulation and the real system at
this position support the hypothesis that the observed accuracy in the simulation is caused
by a too strong adaptation to the simulation specifics since this automatically leads to a
performance loss on the real system. It is noteworthy that the spread of scoring time is
much higher for the left outer position than it is for the right outer position. Again, this
observation supports the hypothesis that the behavior in the simulation for the outer right
position is affected by an adaptation to simulation details.

General Observations: For the outer positions, there is a significant increase in accu-
racy between both trained checkpoint stages, while for the inner positions, the performance
is comparable between the two stages. Comparing the left and the right side, the behavior
of the real system for the ’5 cm right’ position is consistent with the ’5 cm left’ position. This
observation was expected based on the results obtained for the 4..6 cm spawn range in the
simulation. The performance increase of the real system at the outer positions is notewor-
thy especially in comparison to the simulation where this behavior is not observed. Here,
the randomized training progress in the simulation is assumed to encourage a more robust
behavior which results in a bigger success on the real system. An additional observation
is that the checkpoint 1 model generally plays the ball more softly than the checkpoint 2
model. The agent often taps the ball lightly to send it off rolling into the goal, which for
some positions resulted in the observed higher success rate, since with this technique there
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is more margin for error. In contrast to this, the checkpoint 2 model shoots stronger, which
requires higher accuracy. For the KIcker, the scoring time is larger compared to the simula-
tion across all positions and more or less comparable between the two training stages. On
average, at all positions, the KIcker takes slightly less than a second to score a goal. This
consistency can be interpreted as robust behavior due to randomization.

6.5.2 Generalization to Further Scenarios

The model is able to generalize to less familiar situations on simulated system and on the
real KIcker. While the ball is always initialized at rest during training, it is tested whether
goals are scored for non-vanishing ball speeds, such as when the ball is rolled towards the
striker rod from the front. Such situations are not explicitly set up in training, although it
can occur due to the ball rebounding off the back wall and coming back towards the striker
rod. The trained KIcker displays a reasonable behavior for non-vanishing ball velocities and
can score goals for rolling balls from the corners. Considering that these situations do not
occur in training and that the observations do not even take ball speed into account, this is
a pleasing result. To further improve the performance for such scenarios, the integration of
ball velocity information is a promising approach. Due to the relatively low sampling rate
of the camera and its weak focus for movements, this improvement has to be omitted for
the current hardware setup.

6.5.3 Assessment of Transfer

To validate the sim-to-real transfer, the Pearson correlation coefficient r is used. Here,
resulting values close to 1 indicate a positive linear correlation, r = 0 means random
and r close to -1 indicates a negative linear correlation. The coefficients are calculated
between the results of the simulation and the KIcker. For the left (5 cm, r = 0.95) and
middle position (r = 1) a strong correlation can be found. For the other positions, on the
other hand, values between 0.76 and 0.87 indicate the desired positive correlation, but
somewhat less strong. Even though n = 3 is low and the P-values are correspondingly high
(between 0.016 and 0.45), there is a clear indication that the simulation reflects the real
physical system and is suitable as a training environment. In summary, it can be stated that
the sim-to-real transfer is successful. The behavior on the KIcker is robust due to domain
randomization and a correlation between simulation results and real results is visible, as
can be seen in the provided video and in Figure 6.8. The existing deviations in behavior can
be explained and it is to be expected that they can be reduced by an adapted randomization.
In addition to the quantitative evaluation, a video of the results is available on YouTube
(Link: https://youtu.be/7HBgPtR1Uks).
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Goal sequence in simulation:

Comparable goal sequence in real:

t1 t2 t3

t1 t2 t3

Figure 6.8.: The similarity of model behavior in simulation and real environment is illus-
trated by an exemplary shot. The upper pictures are taken in simulation for
three time steps during a shot. On the bottom side are pictures taken at the
real KIcker for a shot under very similar conditions.

6.6 Discussion

A recent study of Panzer and Bender [PB21] shows that DRL for process control is most
often done exclusively in simulation and only 14% of current work is applied to real
industrial environments. As demonstrated in this chapter, the active field of simulation-
based DRL [Sal+21] can be successfully applied to obtain complex control of a real-world
manufacturing-like system with a sparse reward setup. In the future, this statement no
longer has to be limited to scheduling tasks, but also includes physical systems that are
built from industrial drive and control components and that can learn strategies through
simulation in order to then be transferred to the real machine. Aided by domain randomiza-
tion, training in a virtual environment is crucial due to the benefit of accelerated training
speed and the desire for process quality guarantees required in industrial environments.

6.6.1 Limitations

Since the focus was on the industrial sim-to-real transfer of DRL, certain aspects were
neglected, which should not be concealed.

Learning Algorithm: The results demonstrate that state-of-the-art DRL is able to pro-
duce models via simulation-based training which can successfully control industrial envi-
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ronments. However, the used PPO algorithm was rather intuitively chosen because of the
ease of availability and its overall good performance in studies [Hee+17]. Since other
methods are already emerging, e.g. aiming at improving the sampling efficiency [Cob+21],
no claim is made that the applied learning algorithm and its hyper-parameters leads to the
best performance for the demonstrated sim-to-real transfer.

Task Complexity: Since the focus lies on the sim-to-real transfer of DRL models to
industrial environments, a reduced but sufficiently complex subtask of the Foosball game
was automated. Even if all rods on the table as well as state-tracking of the player rods are
included to create a full model for Foosball, only a limited scientific value would be added
to the presented contributions for the purpose of realizing self-learning industrial systems.
The interested reader regarding KIcker tasks is referred to further work, e.g. learning a
model for the goalkeeper rod in a similar way [Roh+21].

Control Architecture: By updating the hardware setting (e.g. like introduced in Sec-
tion 5.5.1), the demonstrator can be used for following the instructions of Rusu et al.
[Rus+17b] to incorporate further experience from the real system, which would further
improve the already good performance of the sim-to-real DRL. Therefore, one would have
to exchange the PLC and the IPC against an edge controller. Furthermore, the model exe-
cution is required to be installed as software container. For the continuation of learning, a
server connection is to be used or a shared memory for a learning framework container is
required to fulfill firm real-time. In this way, the presented hardware setup of the KIcker
system is rather impractical for further research. However, since the focus is on the pure
proof-of-concept regarding sim-to-real transfer in this chapter, the project is considered as
successfully completed.

Time constraints: Due to a self-imposed time pressure, a compromise in the approach
had to be accepted. Such a time pressure is unfortunately realistic, since for industrial
projects in advance development a continuation of the project must always be justified
by means of intermediate results. However, it is obvious that a calibration can improve
the sim-to-real transfer. In addition, with less time pressure, the model can also be further
trained and hyper-parameter optimization can be performed. This should be communicated
accordingly so that the expectation of intermediate results is realistic.

6.6.2 Outlook

Simulation-based DRL can be applied as a part of virtual commissioning [JSV21] or by using
a digital twin [Xia+20]. Referring to the presented work, this approach is not longer exclu-
sively intended for scheduling tasks. Moreover, simulation-based RL can be recommended
for physical process optimization too, whenever multiple of the following statements are
true:

• A good simulation environment already exists or can be implemented with reason-
able effort regarding the potential benefit.

• The simulation is modular and can ideally be used for multiple applications.
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• The full complexity of the problem cannot be described in physical terms with all
dependencies. More specifically: if a problem can be simulated practically perfectly
under all conditions, it is likely that the perfect solution for this problem can also be
implemented without RL by reasonable engineering effort.

• An appropriate strategy for generalization is given. For example, approaches
for randomly adding noise to sensor and actuator data have been known for
decades [JHH95]. By affecting all input and output vectors, it should be ensured that
the behavior in reality is not different from one of the many scenarios used for train-
ing in the simulation. If the training in a simulation does not include enough uncer-
tainties, the learning in simulation might be more data-efficient, but the transfer bar-
riers will be too large, which consequently prevents real-world applications [PB21].

After a successful sim-to-real transfer, the next challenge comes in the respective adapta-
tion and fine optimization with respect to the industrial restrictions. Therefore, the online
learning (NRT) variant B architecture (presented in Section 5.2.3) can be used to enable
the industrial control system to continue learning via DRL in interaction with real environ-
ments. As the computing effort of RL can become extensive for complex tasks, the practical
applicability is limited [Sal+21] and thus the NRT framework should be run on powerful
edge controllers, or even servers.

Even though the complexity of DRL was not yet covered in related works [SSR20], such
implementations will be the logical next step to empower data-driven optimization in au-
tomation technology. Since the high demands on process reliability often make the usage of
RL difficult [PB21], persuasion work for a wider usage will also be necessary in addition to
the already existing methods enabling a successful sim-to-real transfer. Further evidence for
this hypothesis is the choice of a Foosball demonstrator for the validation of the approach
in this chapter instead of a demonstration on an industrial manufacturing system.

82 Chapter 6 Simulation-Based Training for Real Process Control



Safe Optimization for
Continual Learning

7
Contributions within this Chapter: The contributions can be divided into three areas,
starting with multiple algorithmic refinements of safe optimization methods, which were
presented in Section 3.1.4. These refinements are essential for enabling a wider use of
safe ML for process optimization applications. They allow e.g. the automatic handling of
the majority of hyper-parameters. This is achieved by running an optimization algorithm
on some parameters while iteratively scaling the observations leads to a good fit of the
remaining and fixed properties. In addition to improving the usability of safe optimization
methods, the contributions regarding computational efficiency also enable the algorithms
to be used for more complex tasks. Therefore, a novel sub-space definition is introduced
that assigns a sensitivity parameter to each dimension and is suitable for high-dimensional
safe optimization.

Furthermore, the trade-off between exploration and exploitation is improved based on
a decomposition into multiple sub-problems each with a different purpose. To account
for changeable states perceived via sensor data, contextual Bayesian optimization is modi-
fied so that safety requirements are met and real-time capability is satisfied by using local
approximations and intelligent forgetting strategies that increase efficiency.

The second field of contributions is the practical implementation in an industrial control
environment. Here, a software application is implemented, which can be installed on a real-
time capable control and interact with any other software module to include an intelligent
decision.

The third field of contributions is the practical demonstration of the concepts presented
in this chapter. Two projects for safe process optimization of real machines from different
industrial sectors are tackled with the same software implementation and the same under-
lying methods to prove its generalization capability. All these contributions are consistent
with the target vision of self-optimizing machines in smart factories.

Parts of this chapter have been previously published:

• Stefano De Blasi, Maryam Bahrami, Elmar Engels, and Alexander Gepperth. Safe
Contextual Bayesian Optimization Integrated in Industrial Control for Self-Learning Ma-
chines. [Under Review], 2022,

• Stefano De Blasi, Alexander Neifer, and Alexander Gepperth. “Multi-Pronged Safe
Bayesian Optimization for High Dimensions”. In: 2021 IEEE International Conference
on Systems, Man, and Cybernetics (SMC). 2021, pp. 1966–1973,
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• Stefano De Blasi and Alexander Gepperth. “SASBO: Self-Adapting Safe Bayesian
Optimization”. In: 2020 19th IEEE International Conference on Machine Learning and
Applications (ICMLA). IEEE. 2020, pp. 220–225,

• Stefano De Blasi. “Active Learning Approach for Safe Process Parameter Tuning”. In:
International Conference on Machine Learning, Optimization, and Data Science. Cham:
Springer International Publishing, 2019, pp. 689–699,

• Stefano De Blasi and Sebastian Krauskopf. “Computerimplementiertes Verfahren
und System zum Steuern einer Maschine und/oder einer Anlage”. German pat.
DE102019217859A1 (Stuttgart, DE). May 2021,

• Stefano De Blasi and Holger Schnabel. “Computerimplementiertes Verfahren
und System zum Optimieren einer Prozessparametrierung”. German pat.
DE102020200173A1 (Stuttgart, DE). July 2021.

7.1 Introduction

The goal of industrial self-optimization is to find the optimal parameterization for the cur-
rent situation leading to the best possible process quality while continuously fulfilling all
restrictions. This optimization is constrained to a restricted parameter range and the pre-
vention of prohibited conditions (e.g. bad process quality). Safe optimization methods
(see Section 3.1.4) are suitable in principle for such application and particularly relevant
for real-world interacting machines [Cha+18]. However, even if such safe learning ap-
proaches receive increasing attention [GF15], the safe optimization of manufacturing-like
tasks is still a rather unexplored research topic. In this chapter, four identified problems are
addressed to empower safe optimization for industrial applications:

1. One limiting factor is their hyper-parameter setup, which usually requires a lot of
domain-specific knowledge (if no data is available) or prior data to optimize the
hyper-parameters. These requirements regarding prior domain knowledge about the
objective function are problematic. Depending on the domain, abstract mathematical
information about the problem to be solved cannot be provided. Unfavorably, exactly
such abstract information is needed to set up GPR for safe optimization, including
the selection of hyper-parameters. A common approach is to optimize the hyper-
parameters of the underlying GPR by prior data, e.g [MR12; Moc12], which is often
not available for the given problem. To be more precise, it is the lack of those two
factors that is the main reason when safe optimization becomes interesting: If the
system is not fully known and random experiments to generate data are not allowed
due to the restrictions.

2. The typical decision dilemma between exploration (learning about the objective) and
exploitation (selecting the best possible parameter setting) also applies to safe opti-
mization. The computationally efficient extensions [Dui+17; Kir+19a] of the stan-
dard safe optimization also suffer from the exploration-exploitation dilemma. It can
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become even more pronounced in the high-dimensional space due to the potentially
increasing number of local optima.

3. Another limiting reason for the broader application of safe optimization in automa-
tion technology is the difficulty of integrating an interactive learning framework
into real-time capable process control. Furthermore, the GP computation effort is
a known problem for real-time applications in general, but desired because of its
safety estimation [Aka+14].

4. Most approaches of ML-based process optimization are strictly application-orientated.
In the extreme case, solutions of process adaptation can be based on engineering ex-
clusively. To take a significant step towards self-optimizing machines, it is essential
that ML approaches are as generic as possible and do not require significant modifi-
cations to adapt them to similar applications from different domain.

The line of thought within this introduction section motivates the development of a novel
method for safe Bayesian optimization with self-adapting hyper-parameters, which requires
only one safe initial observation and easily selectable initial hyper-parameters. Thus, the
presented method can be used even with limited domain-specific expertise and covers a
wide range of applications with a minimum of customization. The balance between ex-
ploration and exploitation in safe optimization specifically in high-dimensional space is
improved by extending the sub-space-based state-of-the-art method accordingly. Further-
more, a novel online method for efficient safe optimization of contextual bandit-problems
is introduced. Finally, a generic software module is implemented for the use within indus-
trial edge control and applied to real-world manufacturing machines in order to enable
the safe self-optimization to changing environments and realize the vision of self-learning
plants to a certain extent.

The work presented in this chapter is subject to some assumptions, which will be stated at
the appropriate section or were already introduced as general assumptions in Section 3.1.

Supplements to Related Work
This section is complementary to the relevant related work on safe optimization and approx-
imation methods on GPR, which is presented in Section 3.1, and provides only information
regarding high-dimensional Bayesian optimization. Exploiting the advantages of Bayesian
optimization for high-dimensional problems is desirable due to the potential for numer-
ous real-world applications. Two classes of methods are commonly used to solve higher
dimensions through strong structural assumptions about the objective function:

• Decomposition methods extract low-dimensional sub-problems from the high-
dimensional problem. These sub-problems are then solved in order to solve the
original one [KSP15; Li+16; Gar+17; Rol+18; MK18; Hoa+18].

• Embedding methods extract a low-dimensional effective sub-space, which is assumed
to mainly affect the objective value in contrast to the remaining sub-space [CM12;
Wan+13; GOH14; BGR15; Wan+16; Eri+18; ZLS19; NMP19; BGR20; Let+20].
For some approaches like using the low-rank matrix recovery, the sub-space stays
fixed during optimization [DKC13]. Other approaches like random embedding using
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random matrices [QHY16] iteratively adapt their sub-space, e.g. trust region meth-
ods [Eri+19]. Sub-spaces can be inaccurate, especially during the first iterations
with a small amount of data and statistical methods like PCA are applied [Ulm+16].

Both classes of methods make strong and substantial assumptions, which are supposed
to make high-dimensional problems solvable. These assumptions cannot easily be made
for unknown objective functions, especially in safe optimization for industrial applications.
Here, Bayesian optimization has become the enabler for real-world affecting data-driven
decisions under safety constraints for low-dimensional problems.

However, while the efficient prediction at a particular point is well studied, safe Bayesian
optimization methods do not only require a single, but multiple predictions at different
candidate points. The first approach to safely optimize in higher dimensions is based on
particle swarms [Dui+17]. SafeLineBO [Kir+19a] is superior to this approach by using a
one-dimensional sub-space strategy, which is related to dropout strategy [Li+17] and de-
composition. For non-constrained optimization, lineBO even outperformed classical meth-
ods like covariance matrix adaptation evolution strategy (CMA-ES) [HMK03] or Nelder-
Mead [Pow73] in high-dimensional space regarding data-efficiency. However, lineBO is not
superior in general, e.g. randomly choosing the remaining dimensions [Tra+20], which is
not applicable for safe optimization.

7.2 Self-Adapting Safe Bayesian Optimization

Safe Bayesian optimization can lead to frequent violations of the safety criterion in the
worst case of insufficient parameterization, due to incorrect approximation of the objective
function. Therefore a correct parameterization is essential, but especially for unknown
objective functions not trivial.

The hyper-parameter setup of the RBF-kernel-based GPR includes the length-scale pa-
rameters ℓ ∈ Ld and the variances σ2 ∈ Od, as well as the noise variance σ2

noise. Addi-
tionally, one can choose the mean function m(x) of the GPR. The selection of these 2d + 2
parameters requires usually prior domain knowledge to predict the rough characteristics
of the objective function. Alternatively, the hyper-parameters can be optimized by a large
set of observation points. In both ways, prior knowledge about the objective function has
to be provided before running a GPR based safe optimization. To reduce the necessary
prior knowledge for safe optimization, a novel algorithm called self-adapting safe Bayesian
optimization (SASBO) is developed by two steps: an iterative scaling and a constrained
optimization of its hyper-parameters. Both modifications are equally applicable to all safe
Bayesian optimization methods mentioned in Section 3.1.4. A toy example of SASBO is il-
lustrated in Figure 7.1 for reasons of comprehensibility. Here, by the normalization of obser-
vations and the hyper-parameter optimization, the safe optimum of the objective function
can be reached with reduced initialization effort.
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Safe optimization after 4 iterations Safe optimization after 20 iterations
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Figure 7.1.: The true objective function (blue line) is normalized (black line) after each it-
eration while the estimations of safe region Ŝ, expanders E and maximizers M
are updated. During the safe optimization, no experiments lead to objective re-
sult values below the threshold (red dashed line). While the steps are small and
very conservative within the first iterations, the adaptation leads to optimized
GPR hyper-parameters, which increases the step size and thus accelerates the
objective optimization.

7.2.1 Scaling the Objective Function

The first assumption to enable the safe adaptation concerns the limitation of area relevance
regarding safe optimization. Since safe optimization should not consider to sample within
unsafe regions, these can be interpreted as irrelevant for the optimization as they should
never be explored. By setting the mean value over all sample functions of the GPR at each
x to m(x) < fmin, it is likely to predict values excluded from Ŝ in the absence of knowl-
edge to the contrary, e.g. proximity to prior observations significantly above fmin. This
advantageous effect can be enforced by scaling the safety threshold to f ′

min = 1 and setting
m(x) = 0. The second scaling point for the iterative adaptive linear scaling transformation
is the currently known maximum max(y) to a value max(y′) = 1 + a, which leads to the
other scaled observation data,

y′ = a · y − fmin

max(y, fmax) − fmin
+ 1, (7.1)

where y is the vector of all observation results and a ∈ N is a sensitivity parameter. When-
ever the observed maximum max(y) exceeds the prior one and the user-defined, optional
guess for the maximum fmax, the scaling denominator of (7.1) is changed and the whole
set of observation points is transformed again. The relative large distance of the GPR mean
to f ′

min causes conservative safety estimations for unknown regions of f(x). The scaling
transformation affects finally the results of the acquisition function of Section 3.1.2. In Fig-
ure 7.1, exemplary transformations with a = 1 can be seen in the respective vertical plot.
Here, the observed maximum max(y) changed during optimization.

7.2.2 Constrained Optimization of Hyper-Parameters

As the variances σ2 are only scaling parameters that depend on the absolute values of the
objective function, the variances can be fixed with regard to the iterative scaling. The
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remaining length-scale kernel and noise variance hyper-parameters θ = (ℓ, σ2
noise) of the

GPR can be optimized by maximizing the log marginal likelihood referring to (3.13),

θ∗ = arg max
θ

log p(y′|X, θ), (7.2)

where X is the data of all previous inputs and y′ is the normalized observation vector ac-
cording to (7.1). The truncated Newton algorithm, also called Newton conjugate-gradient
method [NW06], is used to optimize every k iterations, which is refereed to as batch size in
the following. Information about the constrained optimization of d + 1 hyper-parameters
is listed in Table 7.1. These constraints avoid rapid and unsafe modeling changes by set-

Table 7.1.: Constraints of GPR hyper-parameter optimization

Parameters Comment Constraints
σ2 Variances of kernel fixed to 1.0
ℓ Length-scales of kernel (0.8 · ℓi, 1.4 · ℓi)
σ2

noise Noise variance of GP (0.001, 0.05)

ting length-scale dependent limits. In Figure 7.1, the increase of the length-scale hyper-
parameter can be identified by the growing step size during the optimization. How dif-
ferent length-scale parameters affect the safe optimization is visualized in Figure 7.2 by
exemplary optimizing the modified Gramacy-and-Lee function [GL12].

Here, too small values lead to low information gain per iteration, while too large val-
ues increase the risk of an safety violation. In this minimal example, the perfect hyper-
parameter-setup leads to a quicker reaching of the optimum. However, the adaptive ap-
proach only required 11 iterations more due to the large differences between initial and
optimal hyper-parameters. Since too large length-scales cause uncertain exploration, a
reduction by 10% of these parameters after their constrained optimization ensures safe
exploration. In this way, the resulting values are rather too small than too large. The re-
duction also weakens possible negative effects regarding regression variations leading to
misestimated safe set.

7.2.3 Remaining Initialization Efforts

The hyper-parameter selection for the GPR of SASBO includes only the initialization of
length-scales ℓ0 ∈ Ld and noise variance σ2

0 noise. These parameters are simple to choose
compared to the standard method because low values of ℓ and high values of σ2

noise gen-
erally lead to safer but at the beginning slower optimization. In this way only little prior
knowledge of the objective function is required, e.g. the knowledge of one single safe
initial input x0. If the objective function value f(x0) is relatively close to fmin, as com-
pared to the maximum f(x∗), the length-scale initialization should be smaller. Alternatively,
one wants to provide an assumption for the expected maximum fmax for the scaling step,
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Setup too conservative Setup too risky
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safe optimum, reached after 57 iterations
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initialization
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Figure 7.2.: The maximum of the true objective function (blue) should be found quickly
and without violation of the safety threshold (purple). Plots are taken af-
ter 100 iterations of safe optimization with same initialization but different
length-scales. The length-scale hyper-parameter selection strongly affects the
optimization. While too small values of the parameter leads to a very slow
optimization, too large values increase the risk of underfitting the objective
function and thus accept safety violations. The correct length-scale parame-
ter, which is rarely known in the absence of former experiments, enables the
safe optimization to find the optimum within only 57 iterations without viola-
tion. With the presented approach of adaptation additional 11 iterations are
required to find the optimum, but the initial length-scale was simpler to select
and iteratively updated.

ideally close to the global maximum fmax ≈ f(x∗). However, every provided value with
f(x0) < fmax < f(x∗) is helpful to reduce this effect.

Usually, for the safe optimization, further hyper-parameters have to be selected: β, fmin,
a threshold for expander regulation [BSK16] and sometimes Lipschitz parameters [Sui+15;
Ser+20] to estimate the safe set. With the presented modifications, the static selection of
β = 3.0 is recommended throughout, while the latter two parameters are omitted. This
simplifies the application when the objective function is unknown.

Instead of choosing the optimal length-scale by system knowledge (e.g. prior experi-
ments or expertise), one simply chooses length-scales that are rather too small at the begin-
ning (smaller initialization values mean slower, but safer optimization).

For the toy example shown in Figure 7.2, SASBO requires 11 iterations more than a safe
optimization with the correct initial length-scale parameters, but does not require this ex-
tend of domain knowledge, as the initial parameters are simpler to select. The batch size k

should be selected rather too large, because especially in the beginning of the optimization
enough knowledge has to be generated before a safe adaptation can be possible. There-
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fore, the optimal k is related to the multi-dimensionality of the objection function, since
information should be existing about each dimension.

The sensitivity scaling a is an option to include how varying the unknown objective func-
tion is assumed to be in the safe area. Values between 1 and 4 are to be selected, whereby
higher values promote a fine optimization under an increased sensitivity to observation
noise. In Table 7.2 the recommendations of hyper-parameter selection are summarized.

Table 7.2.: Hyper-parameter recommendation of SASBO

Parameters Comment Selection
ℓ0 ∈ Ld Initial length-scales of kernel rather too small
σ2

0 noise Initial noise variance of GP 0.01
β Multiplier for confidence interval 3.0

k Batch size
increases with d,
rather too large

a Sensitivity scaling factor 1.0 ≤ a ≤ 4.0
fmax Assumption for global maximum optional

7.2.4 Evaluation

For the evaluation, the inverted Styblinski-Tang function is a good optimization problem
because it can be resized to arbitrary dimensions d. To evaluate also the reliability of the
length-scale adaptation with 16 different objective functions, a transformation for indepen-
dently scaling the dimensions with vector h is applied to the Styblinski-Tang function:

f(x) = −1
2

d∑
r=1

(
x(r)

h(r)

)4

− 16
(

x(r)

h(r)

)2

+ 5
(

x(r)

h(r)

)
. (7.3)

There is one global maximum x∗ ≈ (−2.9, ..., −2.9) · h within the optimization space x(r) ∈
[−5 · h(r), 5 · h(r)]. The modification allows to evaluate the iterative optimization of the
length-scale parameters ℓ1..d. The initialization is random with x0 where f(x0) ≥ 15, see
green regions in Figure 7.3. The safety constraint is defined by fmin = 10.0 leading to
unsafe regions indicated in grey in Figure 7.3.

The initial length-scale parameters are ℓ1..d = 0.5, although lower values would be fine,
but require more iterations to safely adjust the these parameters, which slows down the
optimization. The optional assumption for global maximum is used because a relatively
large difference between f(x0) and fmin is ensured due to the random initialization rule. A
good batch size for this problem is k = 20. Larger values for k would be just as acceptable
as initialization length-scales that are rather too small. The remaining parameters are set
according to Table 7.2 with a rather intuitive choice of a = 1.0.

16 different combinations of the scaling transformation h between (0.5, 0.5) to (2, 2) vary
the sensitivity of the objective (n = 10 times each). In this way the reliability can be evalu-
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Figure 7.3.: The inverted Styblinski-Tang function is optimized in this illustration with
d = 2 and h = (1, 1). Grey regions indicate the true unsafe regions (values
below 10.0). The initialization point is randomly selected for a value above
15.0 (green regions in left plot). The exemplary safe optimization on the right
contour plot is initialized at x0 = (2.5, 2.5) and starts with tiny steps to adapt
its GPR hyper-parameters and then approaches the optimum in larger steps.
After each iteration, the estimated safety limit (blue line) is updated to ensure
that the next observation leads to results above fmin.

ated for a wide range of different situations. The exploration and optimization ran (all in
all 160 times) over 300 iterations each, and no violation of the safety restriction is observed,
while the region of the global maximum is always successfully detected. The right contour
plot in Figure 7.3 illustrates an exemplary optimization run with h = (1, 1) initialized at
x0 = (2.5, 2.5) ·h, which is one of the most distant safe points from the optimum x∗. By tiny
steps starting from x0 at the beginning, information is carefully collected and thus the GPR
hyper-parameters are adjusted. Thereafter, the global optimum is approached in larger and
more determined steps. The safety limit is re-estimated after each iteration to exclude po-
tentially uncertain observations from the acquisition function for the next iteration. Some
former observations are outside the estimated safety limit because of estimated noise. If
h is varied, the iterative optimization of the length-scale parameters ℓ1..d leads to different
values.

To investigate the correlation between the objective function scaling transformation val-
ues of h and the optimized length-scale parameters at the end of the 300 iterations and
300
20 = 15 optimization runs, the classical statistics of Pearson correlation coefficients are

calculated. Here, clear linear correlations for the x and y dimension with coefficients of
0.994 and 0.993 (n = 160) are found. The variation of one dimension did not affect the
optimization of the other, which can also be seen in Figure 7.4. Furthermore, the identified
linear correlation is indicated as black dashed line.

Finally, SASBO is applied to the Styblinski-Tang function with d = 3 and d = 4 in different
setups. For example, the initialization point is set to x0 = (2.5, ..., 2.5)·h. For d = 3, the safe
optimization required less than 160 iterations to safely find the maximum region starting
from one of the most distant safe points. Safely optimizing the d = 4 setup successfully
required about 190 iterations to reach the region. All the tested optimizations did not lead
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Figure 7.4.: For different scaling transformations of the objective function, different length-
scale parameters are adapted during safe optimization. Standard deviation for
all 16 transformation combination (each n = 10) is illustrated and no outliers
were observed. Different bar colors represent different scaling transformations
of the other dimension.

to failure and ensured the safety criterion. The adapted length-scale parameter results of
Figure 7.4 are also confirmed by the higher-dimensional experiments.

Conclusion
The hyper-parameter setup of GPR-based safe optimization usually requires a significant
amount of domain-specific knowledge (if no data is available) or prior data to optimize
the hyper-parameters. In contrast to this, the novel method SASBO is able to optimize
safely a rather unknown system by only requiring a single safe initial observation and easily
selectable initial hyper-parameters. By safely self-adapting the parameters, it is possible
to find the optimum within an acceptable number of experiments and with a reliability
regarding safety requirements. The modifications demonstrated with SafeOpt can be used
equivalently for other safe Bayesian optimization methods.

The pseudocode of SASBO can be found in Appendix A.2.

7.3 Multi-Pronged Safe Bayesian Optimization
The section covers the algorithmic contributions for improving the exploration-exploitation
balance for safe Bayesian optimization in high-dimensional space. This balance is achieved
by introducing an ellipsoidal sub-space for multi-directional exploration, a multi-sub-space
strategy, and an adaptive selection between exploration and exploitation stages.

7.3.1 Ellipsoidal Sub-Space

Instead of equidistant sampling within a one-dimensional sub-space, a d-dimensional sub-
space would lead to the potential discovery of more information-rich points for each ex-
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periment. For high-dimensional parameter space, such a sub-space is problematic due to
the exponential growth of its volume. In the case of safe exploration, it is to be assumed,
in the absence of other knowledge, that a possible experiment could lead to an observa-
tion violating the constraints and is therefore to be considered as unsafe. Thus, points far
from previous safe observations are more likely to be unsafe. This assumption suggests to
explore a d-dimensional sub-space close to a previous observation. Therefore, a suitable
distance measure to measure closeness is required. Just relying on the Euclidean distance is
unsuitable here, as the unknown objective function can obtain higher frequent parts along
some directions than along others. By using the length-scale hyper-parameters ℓ1..d of the
kernel, normalized distances can be calculated:

dist(p, q) =

√√√√ d∑
j=1

(pj − qj)2

ℓj
. (7.4)

Whenever a random point p with distance dist(p, q) to a former observation q exceeds a user-
defined value r ∈ R, this point is not considered for sampling. If this sampling procedure is
repeated until a finite number m of points are considered, the result is a random sampling
within a d-dimensional ellipsoid with center q. The ellipsoidal sub-space is then defined by
a set of sampling points E:

E(x, r) := {p| dist(x, p) < r, p ∈ Rd} ∩ X d. (7.5)

In Figure 7.5 the ellipsoidal sub-space sampling is visualized and compared to grid search
sampling and line sub-space sampling. An ellipsoidal sub-space provides multiple safe set
borders with less samples than a uniform grid. The effect of requiring more samples with
grid sampling gets stronger with growing d and disables its efficient application for high-
dimensional objective functions. In contrast to both sampling types, the line sub-space
samples only at two potential expanders.

observation
sampling point of 
acquisition function
potential maximizer
potential expander

Uniform grid sampling Line sampling with direction oracle Ellipsoid sampling

safe set

Figure 7.5.: Different sampling methods for safe optimization are visualized. The blue
crosses are former observations leading to the blue border of the safe set. On
the left side a standard grid search for the grey sampling points is illustrated.
The other plots represent sampling sub-spaces with a significantly lower num-
ber of points. The line (central plot) and the ellipsoid (right plot) have consid-
erable advantages in Bayesian optimization regarding the computational effort.
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The usage of ellipsoids with dimensions lower than d can also be reasonable, because
high-dimensional ellipsoids may lead to very sparse distributions for same m. Referring to
the related work, the ellipsoidal sub-space can be described as a trust region that has an
increased probability of containing safe points also including potential maximizers within
the safe set. Thus, a corresponding iterative update of r, p and the amount of dimensions
for the ellipsoid is also conceivable.

7.3.2 Exploration and Exploitation Purpose Sub-Spaces

Using a single sub-space not containing the previous best observation cannot incorporate a
true trade-off between exploration and exploitation, but favors local exploration via the ac-
quisition function. In contrast, a single sub-space containing the previous best observation
is limited by its very definition, and allows the method to explore only with restrictions. For
example, a set of lines through the same point is less likely to touch all areas within a space
than a set of uncorrelated lines. Thus, to balance the exploration and exploitation for each
experiment in high-dimensional space, multiple uncorrelated sub-spaces are required.

Motivated by this line of thoughts, a multi-pronged approach is presented that includes
at least one sub-space with the main purpose of exploration and another one with the
main purpose of exploitation. By setting the origin of the sub-spaces (e.g. a line or an
ellipsoid), the purpose for the respective sub-space is defined. Hence, the exploitation
sub-space originates in the current best observation and the exploration sub-space in a
randomly selected observation. The approach can be arbitrarily extended by adding further
sub-spaces or using additional sub-space definitions. For evaluation, three variations are
applied.

Safe2LinesBO: Two linear sub-spaces are defined by independent random direction or-
acles with given origins. The origin of the exploitation sub-space is updated to be always
the current best observation, while the origin of the exploration sub-space is randomly
chosen.

Safe2EllipsoidsBO: Two ellipsoidal sub-spaces are defined with different radius. For
the exploration, r = 3.0 is chosen, while a smaller r = 1.0 should support local fine ex-
ploitation. Therefore, the ellipsoid with smaller r contains the currently best observation
as center point.

SafeMixedBO: The exploitation sub-space is linear and in a random direction, while
the exploration sub-space is a three-dimensional ellipsoid with r = 3.0. The line contains
the current best observation as origin and the ellipsoidal sub-space has a random former
observation as center point. As linear sub-space are more likely to be exploitation-driven,
the mixture of methods is more promising than the other way around.
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7.3.3 Self-Adaptive Balancing

For continual optimization, a distinction must be made between exploration and exploita-
tion in order to achieve the optimum in the long term. Here, SafeOpt is overly exploration-
driven, whereas SafeUCB is excessively exploitation-driven. Further information is pro-
vided in Section 3.1.4. StageOpt proposes a condition for the transition from exploration
to exploitation. This condition can be a fixed and user-defined time step, or whenever the
expander uncertainty is below a user-defined threshold ϵ. In the first stage, only the set of
potential expanders E is calculated and used for acquisition. After the transition, a greedy
method like SafeUCB is used for the entire safe region of the exploration stage. Although it
is unlikely, further exploration of the safe region may occur during the exploitation phase.
The hyper-parameter ϵ of StageOpt is not easy to choose for an unknown objective with
unknown scaling, but is necessary, if the number of iterations is not specified and a good
balance between exploration and exploitation is desired. To improve this balance in a more
automated way, ϵi is iteratively calculated based on the previously estimated uncertainty of
the selected expanders or maximizers:

vi = ui(xi+1) − li(xi+1), (7.6)

ϵi =

0 if i ≤ 100

Qv(0.4) else.
(7.7)

First, a good initial exploration is ensured by ϵ1..100 = 0. Afterwards, ϵi is calculated
as a centered 40 percent quantile Qv(0.4) of the growing v with elements vi. Too large
percentage values for the quantile result in being greedy, while too small values prioritize
exploration. 40% is found to be a good trade-off. Similar to StageOpt, points are considered
only if their estimated uncertainty is above the threshold ϵi and thus indicates a potentially
informative observation. Whenever the candidate uncertainty is too low, SafeUCB (3.26) is
applied to determine the next candidate:

xi+1 =

acc. to (3.25) if maxx∈Ei∪Mi(ui(x) − li(x)) ≥ ϵi

acc. to (3.26) else.
(7.8)

In contrast to the original idea of StageOpt, a return to the exploration phase is allowed,
since ϵi is chosen without domain knowledge and accordingly may turn out to be sub-
optimal.

7.3.4 Evaluation Metrics

A good optimization balances exploration and exploitation to avoid unnecessary explo-
ration but also not to remain in a local optimum. Therefore, three metrics should be taken
into account for a solid evaluation of the methods.
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Cumulative Regret: The regret is the difference between the unknown optimum of
the objective f(x∗) and the result by evaluating a model’s suggestion f(xi). Therefore,
an appropriate evaluation requires test problems with known x∗. These iterative regrets
can be accumulated to obtain the cumulative regret, which is a conventional metric for
exploitation:

Ři =
i∑

j=1
f(x∗) − f(xj). (7.9)

Simple Regret: The current optimization performance of the model can be diagnosed
by the simple regret, which is the difference between a model’s best selection f(x̂i) and the
true optimum f(x∗). For receiving the best observation, the current best guess is obtained
over the lower confidence interval:

x̂i = arg max
x∈Ŝi

(li(x)), (7.10)

ři = f(x∗) − f(x̂i). (7.11)

The optimization is likely to select values xi ̸= x̂i to explore or potentially exploit the
objective.

Exploration Degree: The size of the true safe set can be used to evaluate exploration.
However, a full discretization is required for its determination, which is computationally
infeasible in high-dimensional space. Therefore, an auxiliary quantity is introduced by
calculating the normalized distances (7.4) of each point to its nearest neighbor and sum all
the calculated distances up:

ei =
N∑

j=1

(
min
k ̸=j

dist(xj , xk)
)

. (7.12)

Larger values indicate a wide-spread distribution of the observations and thus an increased
exploration of the objective. For better comparison, this metric should only be used for
optimization methods after the same amount of steps.

To summarize, the goal of all experiments is to minimize the simple regret (indicator for
optimization of the objective) and the cumulative regret (indicator for exploitation of the
objective), and maximize the exploration degree (indicator for exploration of the objective).
Taking these three metrics into account, the qualification of the methods to reasonably
balance exploration and exploitation in high-dimensional space is evaluated.

7.3.5 Evaluation

The adaptive optimization stage approach is used to all evaluated methods except Swarm-
SafeOpt, due to its different definition of potential expanders and maximizers. First, a syn-
thetic benchmark based on test problems is used to evaluate the exploration-exploitation
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balance. Then, the most promising of the introduced multi-pronged method and the state-
of-the-art method of safe optimization in high-dimensional spaces is applied to an exem-
plary application of power grid optimization.

Synthetic Benchmark
For comparability, each method has a total of 1000 samples per iteration for the ac-
quisition sampling over its defined sub-space. The novel approaches are compared to
SafeLineBO [Kir+19a] with adaptive balancing and SwarmSafeOpt [Dui+17]. Each of
the seven selected test functions is solved ten times with ten different initial observations,
with each method receiving the same initial observations. The definition and description of
the used test functions can be found in literature [MY13].

To make these test functions appropriate for safe optimization evaluation, they are trans-
formed into maximization problems with safety thresholds fmin to be lower than the func-
tions’ mean values, and a randomly determined initial safe observation f(x1) > fmin is
chosen. More details about the adaptation of test functions for safe optimization can be
found in Appendix A.7. Depending on the complexity, the duration of optimization was var-
ied in the range from 200 iterations (for the 3D function) to 2000 (for the 40D function).
The GPR hyper-parameters are determined before the experiments and SASBO is applied
for the hyper-parameters of the optimization.

In Figure 7.6, the simple regret per iteration for the evaluation is illustrated. Swarm-
SafeOpt performs significantly worse than the sub-space-based variants from a compu-
tational perspective, which even led to the exclusion for the evaluation of the highest-
dimensional test functions (D > 20). In most cases, SafeLineBO converges quickly but is
outperformed afterwards. Especially in the lowest-dimensional case (3D Styblinski-Tang),
it gets stuck in a local optimum and is outperformed by all other methods in terms of simple
regret. Both ellipsoidal sub-space containing methods still show slight improvements even
at high iteration numbers, suggesting that they are less likely to remain in local optima.

Table 7.3 contains information about the exploration and Table 7.4 provides the results
regarding the exploitation criterion. Regarding the degree of exploration, SwarmSafeOpt
shows potential for safe exploration in lower-dimensional space but fails completely at
D = 20. However, it is by far the worst exploiter in each experiment of all compared
methods. Safe2LinesBO always achieved good cumulative regrets, while the ellipsoidal
sub-space methods outperformed all in this criterion. Since SafeLineBO tends to remain
in local optima, it results in a lower cumulative regret, but may not provide the global
optimum after optimization. For example, it is the best exploiter for the 6D Styblinski-Tang
function, but one of its worst optimizers, see Figure 7.6.

All evaluation results are summarized and visualized as a radar chart in Figure 7.7 with
the mean values of each metric over all experiments. Considering all experiments, the multi-
pronged methods SafeMixedBO and Safe2EllipsoidsBO have the best overall exploration
and perform well in both low- and high-dimensional domains.

SwarmSafeOpt should be considered only as a safe exploration method rather than an
optimization method, especially since exploration is not a priority. In detail, it performed
always worst in the exploitation criterion. The hypothesis that standard SafeLineBO suffers
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iteration

iteration

iteration iteration
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Figure 7.6.: Results of evaluation with different test functions are illustrated regarding the
simple regret over up to 2000 iterations. The lines represent the mean values
and the shadows are the standard deviation from 10 trials.

from weak exploration can be confirmed since it performs worst in this category. Nev-
ertheless, the results are better than expected, especially in high-dimensional space. In
addition, SafeLineBO performs well with respect to the exploitation criterion, as expected.
Even regarding optimization, it obtains a respectable result. Due to the large number of
possible escape directions from high-dimensional local optima and the low probability of
finding the global optimum in so few iterations, this result is reasonable. However, the find-
ings also suggest that multi-pronged methods further benefit from an increase in iterations.
Safe2LinesBO surprisingly results in only a small improvement in exploration, whereas opti-
mization is more significantly enhanced. The evaluated methods with ellipsoidal sub-space
generally perform best. While Safe2EllipoidsBO is sometimes the best performer (Paviani
10D) and sometimes the worst (Schwefel26 30D), SafeMixedBO is capable of stable results
across different test functions. In total, the mixed approach with one line sub-space for
exploitation and one ellipsoidal sub-space for random exploration seems to successfully
combine valuable features leading to the best overall performance. This result is especially
interesting because SafeMixedBO is rarely the best approach on a particular problem, but
always achieves solid performance with respect to all criteria.
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SafeLineBO

Safe2LinesBO

SwarmSafeOpt

Safe2EllipsoidsBO

SafeMixedBO

Figure 7.7.: The radar chart visualizes the strengths and weaknesses of all used methods in
a single figure. Regret-based metrics are inverted so that larger areas indicate
better performance, and all criteria are normalized to a range of 0.0 (worst) to
1.0 (best) for each problem on its own. For example, SwarmSafeOpt performed
worst regarding exploitation in all test sets, and thus is the 0.0 reference in this
category. Remark: The results of SwarmSafeOpt are based only on 5 out of 7
test functions.

Safe Line Loss Minimization of Power Grids

To demonstrate the potential of safe optimization within a complex system, a realistic repre-
sentation of the power grid in the United Kingdom is used, see Figure 7.8A for illustration.
This 29-bus network contains 98 overhead transmission lines (double circuit) plus one
single circuit line. Furthermore, 64 generators with a total capacity of up to 81 GW are
distributed over 24 nodes. Realistic loads are distributed over the 29 nodes. The repre-
sentation is based on data from the transmission system operator National Grid Electricity
Transmission [BB11]. For the experiments, the pandapower modeling tool [Thu+18] is
used.

Such a power grid system has high safety requirements, allowing no experimental mod-
ifications without detailed analysis. The system suffers from physically caused line losses,
which should ideally be as low as possible in order to operate an efficient network. Using
classical optimization methods, an optimal power generation can be theoretically deter-
mined to minimize the losses.

However, this determination requires a correct simulation model of the network to avoid
endangering the real network operation. In the scenario presented, it is assumed that
no such model is available and that, in contrast to classical methods, the network is opti-
mized directly without endangering operations. The most promising multi-pronged method
SafeMixedBO and the state-of-the-art method SafeLineBO are applied to minimize the line
losses under the constraint that during optimization the line losses do not increase more
than 0.5% on average from the initial setup. The initial parameterization of the 64 gener-
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Figure 7.8.: The United Kingdom is supplied by a power grid, which can be represented
with 29 busses (A). The simple line loss on average over the optimization is
compared to the initial setup (B). The exploration degree and cumulative re-
gret are normalized (C).

ators, which will be directly adjusted, leads to an initial average line loss of 36.5%. After
5000 iterations, line losses are reduced by up to 3.0% on average without compromising
system reliability, see Figure 7.8B. While SafeLineBO is slowed down by a large number
of local optima, SafeMixedBO is able to achieve a better network state considerably faster
via the exploration sub-space. The difference in the optimization procedure can be iden-
tified particularly at the exploration degree, see Figure 7.8C. In summary for this specific
application, SafeMixedBO is able to gain more system knowledge while even increasing the
objective exploitation simultaneously.

Conclusion

High-dimensional safe Bayesian optimization can currently only be performed with reason-
able computational effort by using sub-space strategies. This statement holds at least for
typical applications, because a high number of iterations would be necessary to solve such
high-dimensional problems, affecting the sampling time of the acquisition function expo-
nentially. To improve the performance of a sub-space-based safe Bayesian optimization, a
sensitivity-dependent sub-space definition encourages exploration in multiple dimensions.
The idea of multiple purpose sub-spaces compensates for the weaknesses of a too-greedy
sub-space definition by at least one more randomly defined sub-space. This multi-pronged
approach was evaluated regarding its balance between exploration and exploitation dur-
ing an optimization of high-dimensional test problems for different combinations of sub-
space definitions: Safe2EllipsoidsBO, SafeMixedBO and Safe2LinesBO. Although the best-
performing method varied depending on the test function, problem complexity, and dimen-
sionality, the presented SafeMixedBO always provided a solid compromise between explo-
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ration and exploitation leading to good optimization results. The potential of the novel
approach for safe real-world interactions within complex systems was also highlighted by
successfully minimizing the line losses within a power grid.

The pseudocode of multi-pronged safe Bayesian optimization can be found in Ap-
pendix A.3 for the SafeMixedBO variant.

The major limitation for even more complex applications now shifts to the exponentially
increasing modeling effort associated with the increasing number of points. This, how-
ever, is necessary to perform a globally oriented optimization. Therefore, the next chapter
addresses smart forgetting strategies and local GPRs to enable an even broader range of
applications.

7.4 Efficient Safe Contextual Bayesian Optimization

The standard problem formulation of safe optimization was introduced in Section 3.1 as:

max
x∈X dx

f(x) s.t. f(xi) ≥ fmin ∀i = 1, 2, .., n. (3.1)

Equation (3.1) presupposes that a problem always occurs under the same conditions. More
realistically, one experiment is similar to another only to a limited extent because, e.g.,
manufacturing dimensions or environmental variables such as humidity or temperature
vary. These variables cannot be directly controlled by the system and can be interpreted
as environmental prerequisites for the next experiment. The environment is numerically
described by a context z ∈ Zdz , leading to a more complex optimization problem formula-
tion:

max
x∈X dx

f(x, zi) s.t. f(xi, zi) ≥ fmin ∀i = 1, 2, .., n. (7.13)

In the special case where the context remains the same over n iterations, (7.13) is equiv-
alent to (3.1). However, in real applications, it is unlikely if not impossible to perform
exactly the same experiment under the same conditions, such as in foundry manufactur-
ing processes. Referring to the application example of safe power system optimization in
Section 7.3.5, it would be more realistic that the optimal solution depends on context, like
weather conditions [Pan+16].

Mathematically, such context-dependent optimization problems can be formulated in the
form of (7.13) in high-dimensional space. To solve these problems, contextual Bayesian
optimization (introduced in Section 3.1.3) is required to be extended regarding safe opti-
mization concepts. As the search space may differ at each iteration due to the given con-
text [Fid+19], corresponding changes are essential. For example, contextual optimization
determines its most promising candidate in the following way for SafeUCB,

xi+1 = arg max
x∈Ŝi

ui(x, zi), (7.14)
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and for SafeOpt,
xi = arg max

x∈Ei∪Mi

(ui(x, zi) − li(x, zi)). (7.15)

However, it proves to be difficult to apply in practice, since the contextual changes from the
next experiment to the previous ones would have to be minor so that the estimated safe set
Ŝi can always determine at least one safe candidate. As soon as a context is present that
is significantly different from those observed so far, the estimation will provide Ŝi = Ø and
safe optimization will be interrupted.

In this section, a solution for the interrupting issue is suggested, continual learning is en-
abled and the computational efficiency of predictions is improved. This novel combination
of approaches is called efficient safe contextual Bayesian optimization (ESCBO). It is noted
that by means of an interactive normalization of the observations, obtained by applying
SASBO, β = 3, σ2 = 1.0 and γ = 0.1.

7.4.1 Default Policy

Commonly, a safe initial set is provided to enable non-contextual safe optimization. In
contrast to contextual optimization, this requirement can be fulfilled in the simplest case by
a single prior experiment or at least an initial parameterization x0. However, if an arbitrary
context is set for each experiment, at least one safe parameterization must be possible for
this exact context.

In consequence, at least a certain number of experiments would have to be performed
in advance, depending on the GPR hyper-parameters and the limits of the system. Such
an effort of prior experiments is costly for the operator and contrary to the vision of self-
learning systems. Therefore, it is recommended to set up a default policy h(zi) providing
a parameterization depending on the context leading to acceptable process performance.
Even if the assumption initially sounds very strong, it is in fact encountered as standard
in industrial practice [JMR20]. For example, identical production lines are delivered with
identical process parameters, which have been determined as average values in elaborate
laboratory experiments for this type of line.

Furthermore, often process parameters are set in a rule-based fashion or even rigidly,
so that minimum standards are met, but without exploiting the full potential in terms of
process quality. Accordingly, in terms of safe optimization, safe standard policies should be
used for contextual problems instead of just prior data:

xi+1 =

h(zi) if Ŝi = Ø

acc. to selected acquisition function else.
(7.16)

For commissioning, for example, the machines are delivered with standard parameter sets
that "roughly fit" according to experience and the machine design. To then further optimize
a process if desired, operators usually need to conduct experiments to adaptively select, for
example, grinding process parameters based on observations, expert knowledge and rules

7.4 Efficient Safe Contextual Bayesian Optimization 103



of thumb [Mai+19b]. With the approach presented here, such fine optimization can be
fully automated in the future.

7.4.2 Iterative Local Gaussian Process Regression

Full GPR is not efficient when the data points reach a critical amount, which happens
quickly for complex problems with high-dimensional action space. This is especially true
for contextual optimization, since it contains a large number of related problems and not
just a single one. The following statements are only true for GPR using a non-periodic and
non-linear kernel function.

While, in a grid-search optimization, all points can carry relevant information for the
upcoming iteration step, it is not the case for sub-space methods. Since the relevance of
a point for a certain prediction depends on its distance, one can say that points above a
certain distance are irrelevant for this prediction if significantly closer points are present.
Whenever the total number of data points exceeds ni, a local neighborhood is defined
with distance 3ℓ around the prediction sub-space. For GPR with radial basis function (RBF
kernel), this approximation can be justified for a safe optimization by the fact that any
safety-critical deviation can be converted into a deviation that is affecting performance
only, see Appendix A.4. However, this holds only when iterative normalization is applied.
The resulting prediction similarity of full and LGP regression is illustrated in Figure 7.9. In
this example of a large-scale context function, only around 2% of the global data is used for
the local GPR depending on the current context. However, the resulting regressions lead to
practically identical predictions of the actions to the current context.

The origin of the sub-space definition for sampling in high-dimensional space is chosen
iteratively close to the current context. For this purpose, the distance from the context is
increased in steps of 0.1ℓ until a sufficient number of points is contained in a hypersphere
around this context. Then, the best observation is chosen as origin for the exploitation
sub-space and a random observation as origin for the exploration sub-space. In Figure 7.10,
the local neighborhoods of the two used sub-space definitions are illustrated separately. A
larger sub-space definition leads to a larger neighborhood and, accordingly, a more complex
GPR, in extreme cases to the full GPR.

7.4.3 Sparse Gaussian Process Regression

The computational effort can be kept nearly constant if the number of points used for the
GPR is constant. Methods involving inducing points are unsuitable for safe optimization, as
the safety estimate can deviate to an unacceptable extent. Therefore, the iterative discard-
ing of a point, which is replaced by a new point with a certain similarity to the discarded
information, is the best class of sparse GPs for safe optimization. In this way, the sparseness
leads to an overly cautious estimate of safety rather than a risky one. The constant number
of points is called the budget. Here, the budget is connected to the iterative local neighbor-
hood leading to the iterative discard of the low informative points within this neighborhood

104 Chapter 7 Safe Optimization for Continual Learning



Full Gaussian Process regression of contextual objective function Local Gaussian Process regression of contextual objective function

Regression near to current contextRegression near to current context

Regression for current context Regression for current context

A
ct

io
n

A
ct

io
n

A
ct

io
n

A
ct

io
n

ActionAction

Context

ContextContext

Context

O
b
je

ct
iv

e

O
b
je

ct
iv

e

Figure 7.9.: The GPR for the current context of 75 can be obtained by full or local regres-
sion. On the left is the full GPR and on the right is the iterative LGP regression
relevant to the current context of interest. The relevant areas are zoomed in
vertically. For the actual prediction, see lower plots, practically no difference is
visible.

until the budget is met. After this theoretical insight, the question arises which method is
suitable for discarding data without endangering safe optimization.

Forgetting of low Informative Data

To discard low informative points, there are several methods with different levels of com-
plexity. The easiest method is discarding random points, or the oldest points. While these
approaches might work well for large amounts of points, they are unsuitable for a rather
small amount of points, as the case considered here. In detail, discarding the oldest obser-
vation as well as randomly discarding it is not goal-directed, since at least one observation
in each context should gradually lead to improvement or be retained. It is therefore more
reasonable to use the Kullback-Leibler divergence [SWL03] or entropy [HLS03] for the com-
parison of the information content of points. However, the required computational effort
excludes this due to the imposed firm-real-time requirements.

In contrast, the normalized distance (normalized by ℓ of the GPR kernel) to all points in
the local neighborhood can be computed very efficiently. However, this will always result in
two points to be the closest to each other, but only one should be deleted. To combine the
advantages, first the two closest points are determined, and then the entropy calculation of
these points leads to discarding the low informative point.

7.4 Efficient Safe Contextual Bayesian Optimization 105



x2

x1

z1

x=[x1,x2]
z=[z1]

z1

3ℓz1
3ℓx1

3ℓx2
z1

3ℓz1 3ℓx1

3ℓx2

point included for local GPR
point excluded for local GPR
sampling of aquisition function

x2

x1

z1

x=[x1,x2]
z=[z1]

Local GPR for contextual SafeLineBO Local GPR for contextual SafeEllipsoidBO

Figure 7.10.: A two-dimensional action space is sampled with different sub-spaces on the
plane defined by the current context z1. On the left side, the line sub-space
leads to a cylindrical area whose inner points are used for the local regression
to predict the candidate points (red). The ellipsoidal sub-space on the right
side leads to a more complex shape for the determination of the local GP
points.

The information along the context dimensions can be more important and should be
weighted accordingly. If the budget is chosen sufficiently large, such a weighting is not
required. In the worst case, an insufficient budget can lead to the loss of the entire safe set
for a certain context, which accordingly requires the reuse of the default policy.

7.4.4 Self-Adaptive Balancing

Based on the promising evaluation of the adaptive exploration/exploitation balancing pre-
sented in Section 7.3.3, it is desirable to achieve this balancing for contextual optimization
as well. However, the varying context turns out to be problematic, as (7.7) can lead to
permanent exploitation for a specific context based on prior experiments with uncorrelated
context. Moreover, these variations of settings also make the time step transition condition
of StageOpt unsuitable for contextual optimization. Therefore, the ϵi calculation is required
to be dependent on the current neighborhood:

vi = ui(xi+1) − li(xi+1), (7.6)

ϵi =


0 if size(v[j]) ≤ Jexploration

µv[j] + 3σv[j] else if σv[j] ≤ 0.2

Qv[j](0.4) else.

(7.17)

Here, j is a vector of indices indicating which points are within the current neighborhood
and Jexploration is the amount of minimum exploration experiments per neighborhood. First,
a good initial exploration is ensured by ϵ1..Jexploration = 0 near to each context. For the selec-
tion of Jexploration, 20% of the budget is a reasonable amount for exploration at different
context areas. Afterwards, the growing v with elements vi is used to check whether the
uncertainties near the current context are stable or unstable. If they are stable, ϵi is signifi-
cantly larger than the previous candidate uncertainties. In this way, expanders are preferred
to maximizers only when the exploration is likely to be very informative. If the uncertain-
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ties are unstable near the current context, ϵi is computed as the quantile of the uncertainty
vector. A quantile of 40 percent is chosen, see Section 7.3.3.

Analogous to (7.8), switching between exploration and exploitation is continuously en-
abled, which is essential for the contextual optimization:

xi+1 =


h(zi) if Ŝi = Ø

acc. to (7.15) else if maxx∈Ei∪Mi(ui(x, zi) − li(x, zi)) ≥ ϵi

acc. to (7.14) else.

(7.18)

7.4.5 Evaluation

For each application, the respective hyper-parameters of the GPR are determined by
applying SASBO. To achieve firm real-time capability for the real-world application,
SafeMixedBO with D = 3 is applied as the underlying algorithm for ESCBO. For evalua-
tion, the approach is applied to five test problem functions, ten times each. These suitable
test problems for contextual safe optimization are adapted from well-known test functions
(see Appendix A.7) and extended by context, which is chosen as a sinusoidal oscillation.
For each iteration, the context is randomly drawn from a uniform distribution with values
larger than the corresponding length-scale parameters. The used budget is chosen J ≤ 1000
depending on the complexity of test problem.

The evaluation metrics are regret-based and are adapted to contextual problems: The
cumulative regret based on (7.9) and the simple regret based on (7.10), see Appendix A.5
for details. A horizontal asymptotic behavior of the cumulative regret means an optimal
exploitation for each context. The budget for a high-dimensional context with wide range
should be accordingly large, which strongly affects the computation time. This is also
problematic for the four-dimensional context of the 9-dimensional test function, leading to
a small range of only 166.7% of the corresponding length-scale for the evaluation of this
function. In this particular case, the local GP approach equals a full GP approach because
the same neighborhood is selected and a total of 9000 points are discarded. For all other
tests, the global models contain between 2239 and 5.244 points after 10000 iterations.
While the discarding accelerates the calculation and enables continual online learning, it
does not lead to any violation of the safety restriction. The regret-based metrics of all
experiments are illustrated in Figure 7.11.

Although no horizontal asymptotic behavior of the cumulative regrets is achieved, in all
cases an oblique asymptotic behavior with low slope can be found. This behavior means
that the optimum is not permanently reached for every context, but that the test functions
are solved adequately on average. However, despite the reduction of the context range for
the highest-dimensional test function, the presumption is reasonable that the chosen budget
is still too small for this complexity with changing context. At the time the respective budget
is reached and points are started to be discarded, the subsequent optimum has not been
reached in any of the test cases. This observation confirms that exploration-exploitation
balancing for long-term optimization is achieved despite discarding points.
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Figure 7.11.: The regret-based metrics of synthetic evaluation with test problems for con-
textual safe optimization is normalized. The grey area indicates the standard
deviation of ten optimization runs.

Conclusion
By introducing the usage of safe default policies whenever the safe set is empty, the pre-
sented safe Bayesian optimization methods can be theoretically applied to contextual prob-
lems. However, since the computational effort increases exponentially with the execution
of experiments, only approximation methods in combination with an iterative discarding
of low informative points make the presented concept of safe contextual Bayesian opti-
mization practically applicable. The evaluation results suggest that a perfect solution of a
complex and high-dimensional problem is hardly achievable, but a stable improvement can
be obtained under the optimization constraints.

The pseudocode of ESCBO can be found in Appendix A.6.

7.5 Implementation for Self-Learning Machines
Since industrial control technology is highly regulated, a software module like an ML frame-
work cannot be straightforwardly integrated into traditional control concepts. Therefore,
the corresponding barriers shall be addressed by a novel control concept and the devel-
opment of a software module suitable for the purpose of self-learning machines based on
algorithmic methods introduced in Chapter 7.

7.5.1 Industrial Control Platform

As the goal is to provide a generic tool for a wide range of applications, it is important
that the ML framework module can be adjusted and interact with the process control via
high-performance communication. Referring to the advances mentioned in Section 5.5.1,
Bosch Rexroth’s ctrlX CORE is used again. For the application of the presented approach
of safe optimization, the real-time intelligence (RTI) snap is implemented as a software
module. This snap closes the learning loop within the industrial control and is installed on
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the edge controller to use obtained information in order to provide data-based decisions as
a self-contained solution for any internal requests, see Figure 7.12.

ctrlX
CORE

HTTPS Provider
User Interface

runtime
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REST AdapterReverse Proxy
User Interface

runtime
User Interface

runtime

Client

OPC UA Stack
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Motion
App
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ctrlX Data Layer
System Data, Communication, Fieldbus, EtherCAT, PLC, I/O, HMI, Safety ...

Device Admin

Container Host

Linux real-time OS (Ubuntu Core 18.04)

High performance multicore CPU

CORE Runtime

ctrlX CORE ctrlX IPC ctrlX DRIVE

Figure 7.12.: The ctrlX CORE architecture is open and enables the RTI app (red highlighted)
to provide a ML framework interaction with any other app installed based on
a shared memory within the system or even via REST.

7.5.2 Real-Time Intelligence Snap

To feed the hard-real-time system with intelligent decisions, interactions between the ML
framework and the process data are necessary. In contrast to usual communication ar-
chitectures [Sch+17c; SMS19; Jae+19; Sch+20], which run the ML framework and the
process control on two different devices due to the inflexible control unit, both can run on a
single device within the platform. This shared memory concept increases data security, com-
munication performance and application variability, for instance. Following the container
principle, the developed RTI snap is fully self-contained with its own Python interpreter.
The presented algorithms are implemented based on GPy [GPy12] within the Python-based
framework.

Furthermore, the RTI snap provides the used shared memory for configuration and data
exchange over a lightweight C++ application as provider. Thus, the learning framework
can be adjusted by each software component or simply over the web interface. The shared
memory usage not only allow to connect to user interfaces of existing plants, but also
enables the learning of different models for several use cases on the same machine.

For the data exchange, the binary buffer FlatBuffer [Goo14] in JavaScript object notation
(JSON) data format is used because FlatBuffers are superior regarding encoding/decoding
time and memory usage. The nested objects within FlatBuffer are predefined via a schema.
Thus, the predefined offsets reduce the time to access data with no parsing required. When-
ever the data exchange should be possible for a human to be easily interpreted, the schema
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has to be adjusted for each use case. Three data exchange nodes are required to enable
closed-loop learning.

Before each experiment, a context is sent from any application to the context node. The
RTI snap reacts on-demand via the subscribe functionality on a new context by running
the learning iteration, building an action FlatBuffer based on the context and sending the
extended FlatBuffer to the action node. Here, the application reads the decision and can
run the desired experiment. Afterwards, the required data is recorded to calculate the
performance of the experiment.

The regarding action FlatBuffer is extended by this data and sent to the result node. This
node is in turn subscribed by the RTI snap and used as learning feedback. Accordingly, an
applicator can also use the result node to train the model by historical data or manually
executed experiments. To avoid multiple processing, the schema includes an ID for each
experiment. In this way the RTI snap interacts with any snap to include an intelligent
decision if desired. During the practical evaluation, the RTI snap communicates with the
real-time operating system for process control based on Codesys, see Figure 7.13.

contexts

actions

results

near real time 
machine learning 
framework

real time 
operating system

message broker based communication 
of ctrlX Data Layer between software modules

ctrlX AUTOMATION control platform based on Ubuntu Core

Figure 7.13.: Interprocess communication between the process control and the firm real-
time ML framework on the ctrlX CORE. By using a message queue, the concept
is flexibly applicable to, for example, a command buffer.

7.5.3 Interaction Modes
To support a wide variety of projects, several interaction modes are provided within the RTI
snap. This distinction is necessary because, depending on the application, a safe optimiza-
tion does not always calculate the safety criterion from the optimization objective. All the
modes are based on ESCBO with different acquisition functions.

Maxaction / Minaction mode: This mode aims to optimize action parameters while
ensuring the safety criterion. The optimization can be weighted in any combination, for
example, so that the first parameter should be maximized, the second minimized and the
remaining parameters can be chosen arbitrarily.

Exploit mode: The UCB acquisition function is used for objective maximization prob-
lems, which can be especially helpful in situations when a good result has already been
found, but final fine-tuning is desired.
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Explore mode: This mode selects the UCB amount the identified expanders to increase
system understanding. It is not to be understood as an optimization but exploration
mode.

Learn mode: This mode runs the adaptive safe contextual Bayesian optimization of
Section 7.4. By trading off between exploration and exploitation this mode can be used
as default selection for objective maximization problems.

Perform mode: This mode selects the maximum of the lower confidence bound (LCB)
for objective maximization problems leading to a minimized risk of weakly performing the
experiments. When stable process quality is highest priority, this mode is recommended
after optimization for daily usage.

In addition to the implemented modes, one can easily extend the concept with multi-
objective modes on the basis of the presented framework. In the course of this work, this is
not implemented because, on the one hand, there was no concrete evaluation application
available and, on the other hand, the hardware provided only allows to process limited
computing effort. However, both of these factors are likely to be remedied in future.

7.6 Real-World Applications

To emphasize the application-orientation and the feasibility of the presented concepts, two
real-world projects for process optimization from completely different domains are intro-
duced and solved with the same implemented generic software module. Such industrial
applications assign a higher compliance priority to certain aspects before deployment is
appropriate.

First, optimization should not prevent a system from changing or even being shut down,
but reverse causality is possible [RSG16]. Second, it is important to ensure correct opera-
tion of the system, even if, for example, decision making leads to computational problems
due to overload [Amo+16]. To avoid this overload problem, a default policy is applied
whenever decision making took too long. As a result, learning efficiency suffers in the
worst case, but operation is not negatively affected by turning on the learning procedure,
compared to conventional operation. Third, a misleading definition of learning feedback
is a threat to industrial learning, as inadequate definitions can lead to supposedly good
results numerically because the model found an undesirable way to determine an optimum
of the feedback without satisfactorily solving the actual problem [RSG16]. To minimize
this risk, for both applications, interviews were conducted with domain experts and several
example cases (including rather unrealistic cases) were analyzed to derive a cost function
which received full approval by the experts.
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7.6.1 Automated Saw Blade Straightening Machine

The first application example is the self-optimization of straightening machines for saw
blades which are delivered all over the world, as shown in Figure 7.14. Accordingly, the
working conditions vary strongly. As the process of working the steel is affected by condi-
tions like steel thickness, target shape or environmental temperature, a domain expert is
usually required to tune the optimal parameters. Here, four parameters are particularly
difficult to choose: The upper and lower limits for the machining pressure with respect to
the back and the general tensioning process. In addition to commissioning, which can take
several days, this adjustment may become necessary again and again even years later when,
for example, the steel supplier is changed. The target vision is for the user to be able to
insert a saw blade, which will then be worked on automatically.

Figure 7.14.: A straightening machine for saw blades works the steel via adjustable process
parameters in order to perform processing in the shortest possible time. The
optimal parameters depend on the working conditions, e.g. steel characteris-
tics, target shape and environmental temperature. The machine is provided
by the manufacturer Kohlbacher GmbH.

While the first virgin machining takes a long time, but does not press too hard to damage
the saw blade, the necessary machining cycles are to be continuously minimized. In this
way, the system adapts to the respective environment. In the end, the system has optimized
itself and no domain expert commissioning is necessary. Furthermore, a separate model can
be trained for each different type of saw blade. As a standard policy, a parameterization
is chosen in consultation, which has hardly any effect even on thin steel. The objective
function is defined such that a perfect blade corresponds to the maximum, while both
the back criterion and the blade criterion affect the function so that the safety threshold
reflects the condition of a nearly worn blade. Before and after each processing cycle, the
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Table 7.5.: Required straightening cycles during learning until the done criterion is reached

Type of blade
Blade number 1st 2nd 3rd 4th 5th 6th 7th 8th

6160x100x0.9 mm / Type A 23 10 13 11 7 4 4 4
6200x100x1.0 mm / Type B 31 2
6500x120x1.2 mm / Type C 45 6 13 8 11 10 2 2

differences at 14 up to 15 segments and 9 up to 11 lanes (depending on the size of the
blade) are automatically measured. Each of these cycles take between 15 and 25 minutes
depending on the required intermediate steps. After each cycle, the process performance
is calculated from the performed measurements and provided to the model which chooses
the action values for iterative learning.

A saw blade counts as completed as soon as the back tension as well as the blade tension
have less than a 15% deviation to the target shape. This can be complicated by the fact that
the processing of one criterion impacts the others, often leading to ambiguous behavior. For
example, in the case of overtensioning, the back is shortened by removing the tension. If
the back then has to be lengthened again, this increases the tension.

Blade shape differences in mm: 6 examples before straightening Blade shape differences in mm: 6 examples after straightening
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Figure 7.15.: The exemplary blade shape differences before and after the straightening pro-
cess illustrate the achievements during the experiments. The initial states of
the blades, which can be found on the left side, have larger under- (blue) and
also sometimes over-tension (red). After the machining process, the majority
of the blade areas is within the tolerance range and the overall target quality
for each blade has been achieved.

In Figure 7.15, six examples of blade shapes before and after straightening are compared.
The differences between the blade shape before the machining can vary very strongly. While
Figure 7.15A and Figure 7.15B are very similar, for example, Figure 7.15C has underten-
sion and Figure 7.15E has strong overtension. To take this variations into account, a two-
dimensional context is defined where one dimension summarizes the current overall ten-
sion in one segment, and the second dimension is the measured back tension of the saw
blade at this segment.

For the evaluation of the implementation, three blade types with different thicknesses
and lengths were provided by the manufacturer Kohlbacher GmbH. The results are summa-
rized in Table 7.5.
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The improvement between the first blade to the second blade is remarkable. Especially
with the type B, it is very pronounced due to the similarity of these two blades (Figure 7.15A
and Figure 7.15B). Unfortunately, no other blades of this type were available. For the other
types, it can be seen how a very different context has an effect and thus restricts the learning
transfer between processed saw blades. However, a process optimization is achieved in all
of the three blade types, as the model is able to complete them within a few cycles. A
reasonable hypothesis is that the blade type A is harder to optimize, due to the thin steel,
and that the parameterization to deal with the ambivalent behavior is more sensitive. A
correlation between blade thickness and the required processing cycles for the initial blade
can be identified. This is logically justifiable, since the same default policy is applied for all
cases, and thicker blades require higher pressure parameters for the desired straightening.
For the field application, it is therefore recommended to query the blade thickness and
to adjust the default policy accordingly. This provided information will lead to an even
quicker learning progress. In Figure 7.16 the best straightening runs are highlighted with
lines between the conditions. The observation of the most efficient operations suggests that
it is advisable to first shape the blade and then carefully work the back.
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Figure 7.16.: For all experiments, the progress of blade conditions is illustrated. Since the
representation is based on mean values, it may happen that apparently better
results do not meet the tolerance because other cases show the deviations in
a more concentrated way and consequently are superior. Remark: One of the
initial conditions with the blade type A is not drawn, because it has an average
deviation at the back of more than 1.5 mm and, accordingly, is detrimental to
visualization.

All in all, the system is able to optimize itself and learn different models for different
types of saw blades without incurring material costs, even without a server connection.
The ML framework module eliminates the need of domain experts to travel to the site
and the associated time delays in production. Furthermore, the availability is practically
on-demand.

7.6.2 Tire Handling Gantry Robot

The second real-world application is a self-learning gantry robot, which optimizes its ac-
celeration and deceleration of the jerk-limited movements to minimize the pick-and-place
time of tire handling. A robot of the same design is pictured in Figure 7.17.
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Figure 7.17.: The tire handling gantry robot can pick multiple tires and place them on a 80
qm area. The main beam of the robot is moved by two drives, one on each side,
and four tires in total. On the right-hand side the tires and their contact to the
beam can be seen (highlighted). Too powerful acceleration and deceleration
values for the movement can lead to dangerous slipping or sliding.

If the motion parameters are set too high, the robots wheels (see right-hand side on Fig-
ure 7.17) may slip during the acceleration phase or slide during the deceleration phase on
one side, forcing the entire machine to stop and requiring manual calibration before oper-
ation can resume. The optimum is defined as the maximal acceleration and deceleration
without a dangerous slipping or sliding. This behavior depends, besides the acceleration
and deceleration, for example, on the condition of the steel beam, the load distribution or
the command movement.

Since many of these factors cannot be simulated in the laboratory, and are possibly even
influenced by the installation, it is not possible to optimize each machine before the com-
missioning on site. Therefore, the robots are operated with a uniform acceleration and
deceleration, which, according to experience, do not lead to borderline slippage or slide.
However, most of the limiting factors do not affect the entire system but only different ar-
eas or specific movements. Consequently, uniform acceleration and deceleration is not the
optimum.

Motivated by this discrepancy to the optimum, a data-driven policy can be created, which
for each movement of the system uses an optimally large acceleration and deceleration
value in order to act as fast as possible without slipping or sliding in a non-tolerable way.

The available test system can move on an area of 8 by 10 meters. The used one meter
uniform grid leads to 99 possible command positions for these dimensions. Accordingly,
there are 992 − 1 possible movements for the robotic system. With an average movement
time of 4 seconds, a single pass through all the movements would therefore take more
than 10 hours. This time period would have to be invested several times to determine the
optimum, but in a cost-intensive commissioning phase this procedure is out of proportion to
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the possible yield, since the system could come to a standstill several times and an operator
is required whenever such slipping or sliding effects occur. Consequently, optimization is
only profitable if it is carried out autonomously during daily operation without negatively
affecting the throughput or system health.

Following the desire of self-optimizing machines, the system should iteratively optimize
its acceleration and deceleration so that each movement on its own is as fast as possible
without dangerous slipping or sliding. By achieving this vision, the learning can happen
during the daily operation according to the safety restrictions.

The integral over the drive position signals during a run is calculated on both beam
sides as a metric of slippage and slide. The safety criterion is selected so that values of the
integral below 80 mm are acceptable. However, initial tests had shown that the system has
a deviation of up to 20 mm with identical movements. To ensure a safe optimization under
these conditions, the theoretical threshold is corrected to 60 mm resulting in the desired
practical threshold. The raw drive signals illustrated in Figure 7.18 were recorded during
an exemplary movement with too large acceleration adjustment. This incorrect setting
caused a slippage of 90 mm, which cannot be accepted for reasons of safety. An intuitive
conclusion is a decrease of the acceleration value 4000 mm

s2 for this specific movement.
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Figure 7.18.: This raw measurement shows the velocity and the acceleration/deceleration
during a jerk-limited movement. Slipping and sliding occur on both sides
of main axis. The maximal slippage on side X1 is larger than the tolerated
threshold of 80 mm, while its slide and the behavior of side X2 is acceptable.
As the sign of both calculated values depend on the movement direction, the
absolute values are decisive.

The value 2800 mm
s can be used as default policy, which, according to an expert interview,

applies to both acceleration and deceleration, and serves typically as commissioning stan-
dard. Assuming that the position of the tire grabber affects the acceleration behavior, the
context is defined as a four-dimensional vector containing the two-dimensional start and
two-dimensional target coordinate. Accordingly, the problem is mathematically describ-
able by four-dimensional context, two-dimensional action and one-dimensional restriction,
since it is sufficient to consider the maximum of slippage or slide for the compliance of a
safe optimization.
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Due to the size limitations of the control cabinet, which is mounted on the robot and thus
travels with it, a drive-integrated controller with 1 GB of RAM is installed, meaning that the
computational limits of the system are indeed limited. Accordingly, the hyper-parameter
adaptation of SASBO is not used here and the GPR hyper-parameters were determined
in advance via experiments and expert interviews. Furthermore, a rather small memory
budget of 300 data entries is applied as the action is only two-dimensional. Nevertheless,
it should be noted that the possibility of a larger budget would have been used if it did
not entail significant additional efforts (e.g. hardware related modification of the cabinet
or setting up a server connection, which would increase the latency). The test robot ran
overnight after the end of work on 14 days until the start of work on the following day. This
corresponds to a permanent operating time of about seven days. After this time, the data
were analyzed for evaluation. It should be emphasized that the system can continue to run
without further effort and be used in a daily operation during learning.

In Figure 7.19, the maximal deceleration for movements from different start positions
is visualized. The hypothesis that the position of the grabber and its weight shift has an
influence on the behavior during acceleration and deceleration can be confirmed. Further-
more, the following two observations can be made by the visualization. First, diagonal
movements, i.e. superimposed movements in which the grabber position moves through
an angle of about 35 to 40 degrees, seem to positively influence the behavior. Second,
movements along the x-dimension seem to be generally faster. This difference is presum-
ably caused by the weight distribution of the grabber to the front and the rear wheel drive
(both in the direction of x).

To examine this phenomenon in more detail, the two plots of maximal acceleration and
maximal deceleration in Figure 7.20 are juxtaposed. Here, it is remarkable how separated it
appears that the robot has less slippage for movements along x and can therefore increase
its command values. In addition, a central grabber position has a negative effect on the
slipping and sliding avoidance task, which can also be seen in Figure 7.19. This observation
is consistent with the assumption that a larger grabber movement can be helpful, but this
cannot be the case from central positions.

The progress of the safe optimization and its performance are illustrated in Figure 7.21.
While saturation of the average command values (Figure 7.21A) can be identified, this
does not lead to learning saturation overall, as the maximum acceleration and deceleration
are still increasing after over 40000 iterations (Figure 7.21B). This knowledge leads to the
conclusion that the majority of movements are already optimized, but there are still some
movements that can be further improved by continuing the safe optimization. The criterion
of the safety guarantee can be examined on the basis of Figure 7.21C, which provides
the histogram of the slipping and sliding values observed during the experiments. Here,
1.54% of all movements using the default policy lead to a slipping or sliding exceeding
75 mm threshold and are defined as unsafe. In contrast, the safe optimization was able
to increase the acceleration and deceleration to improve the cycle time with only 0.11%
negative outliers. Even if this does not completely satisfy the claim of safe optimization,
it can be said in relation to the default policy that over 93.3% of all violations of the
requirements were caused by the default policy and not by safe optimization. Also, it

7.6 Real-World Applications 117



x in m

y 
in

 m

x in m

y 
in

 m

x in m

y
in

m

x in m

y 
in

 m

x in m

y 
in

 m

x in m

y 
in

 m

maximal deceleration of movements with different start positions

x in m

y
in

m

x in m

y 
in

 m

d
ec

el
er

at
io

n
in

 m
m

/s
2

Figure 7.19.: The maximal deceleration is plotted for different start positions of a move-
ment (possible directions indicated by blue arrows). The color bar is shared
for all plots.

should be emphasized again that there is a large deviation of up to 20 mm for identical
motions. It is reasonable to assume that this inaccuracy led to some misjudgment in the
safe optimization.

In summary, the results indicate that the default policy values of 2800 mm
s for accelera-

tion and deceleration are already set too high and therefore do not allow optimization over
the entire range. Especially for movements with a start position on the left side, the default
policy already leads to a slip/slide value in the border area with a scatter and accordingly
undermines the optimization for these movements. The safe optimization was nevertheless
successful and was able to increase the acceleration and deceleration by over 30% depend-
ing on the movement without endangering the system behavior or negatively influencing
the process quality even in the short-term.
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Figure 7.20.: While the robot can accelerate better on the left side, it can decelerate bet-
ter on the right side. This phenomenon is most likely related to the weight
distribution of the robot and the positioning of drives on the left pair of tires.
As a result, movements from right to left are significantly more improved by
the optimization than movements in the opposite direction. The color bar is
shared for all plots.

7.7 Discussion
As novel control architectures in automation industry enable the use of learning frameworks
close to the process control, the logical next step is intelligent process optimization. In line
with the target vision of smart factories, the presented work within this chapter contributed
to the desired self-optimizing machines. For this purpose, all of the four identified problems
of safe optimization (see Section 7.1) were addressed in the following way:

1. The rather complex hyper-parameter setup of safe optimization is simplified by
self-adapting methods during the optimization. Therefore, an approach to itera-
tively scale the observations for regression in combination with a conservative hyper-
parameter optimization is presented. By applying this approach, rather conservative
initial parameters can be easily chosen to automatically obtain the data and tune
the hyper-parameters. If the recommendations are followed under the assumptions
made, the safe optimization may be not as data-efficient as an optimally set standard
safe optimization, but the barrier to application is significantly lower.

2. The exploration-exploitation-balancing weakness of safe optimization in high-
dimensional space is counteracted by the presented adaptive behavior with multiple
sub-spaces. Here, at least one sub-space is addressing the exploration purpose and
another one has exploitation purpose. Furthermore, the recurring decision between
exploration and exploitation enables continual usage for long-term applications.

3. The integration difficulty of an interactive learning framework into a real-time con-
trol strategy has been demonstratively addressed. Based on the algorithmic contri-
butions, the framework is installed as software module into a real-time capable edge
controller. This workflow can be adapted to further frameworks with different pur-
pose.

4. In order to demonstrate that the strict and limited application-orientation of pro-
cess optimization approaches does not apply to the concepts presented, two real-
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ues and their standard deviations is plotted over the learning iterations (B).
Some movements exceed command values above 3600 mm
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generation (C).

world industrial problems from different domains are solved with the same algo-
rithmic framework. The generality applies under several assumptions ensuring safe
optimization, which enables a continual learning.

As a result, a prototypical software application is developed, which can solve various phys-
ical optimization problems in automation technology by means of moderate adjustments.
In this way, the importance of the necessary data science knowledge shifts away in favor of
the importance of domain expertise (e.g. default function definition).

7.7.1 Limitations
The safe optimization achieves convincing results for both applications. However, the
promising results of all algorithmic contributions as well as the implementation are related
to some limitations that should not be concealed.

Kernel Selection: For all experiments, the RBF kernel is used, because of its universal
abilities. While the concepts are transferable for most kernels, it is not for the periodic or
constant kernel.

Only Observations near the Safety Threshold: Whenever the current known opti-
mum is not significantly different to the safety threshold, an expected optimum should be
provided to prevent risky exploration during safe optimization. This effect is caused by the
iterative scaling of SASBO, which depends on the given set of previous observations.

Computing Power of Edge Controller: The computing power of the edge controller
used is limited and, accordingly, the complexity of the problems to be solved is limited
within this setup. While computational efficiency has been enhanced by presented forget-
ting strategies, sub-space techniques and approximation methods, the implemented appli-
cation including the learning framework can still be computationally intensive depending
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on the complexity of the problem. Both projects have the same edge controller as architec-
tural heartpiece, which has to allocate a considerable part of its computing capacity to the
ML software module. Even if this hardware architecture worked fine for these projects, a
more complex problem can reach the limits.

Firm Real-Time: The real-time capability with the presented framework can only be
achieved by using a default policy. The more often this policy is required due to a late
response, the more inefficient the ongoing safe optimization.

Data-Inefficiency of Safe Optimization: The data-efficiency of the presented ap-
proaches strongly depends on the goodness of the provided default policy. Thus, safe op-
timization can only be recommended in industrial environments for process control fine
tuning, where a default policy already can obtain acceptable process quality. Accordingly,
the presented concepts only aim to optimize a process. In contrast to this, it is not advisable
to try to solve a problem in its virgin state with unknown output using methods of safe opti-
mization. However, this scenario is rather unlikely to occur, since no process quality has to
be maintained in the development phase, which accordingly does not resemble the vision
of self-optimizing machines in daily operation and thus also the focus of this chapter.

7.7.2 Outlook
Through the completed projects from different domains, the corresponding hope is that in
the future, even more medium-sized machine builders will have the confidence to use the
potential of ML for their very specific process optimization.

The evaluation results suggest that especially a high-dimensional context and, accord-
ingly, a large data budget requires computing power. Since the process control is real-
ized via a software module, communication can take place directly, as part of the com-
mon ecosystem. Here, fog or cloud computing, particularly in combination with high-
performance communication standards (especially TSN and 5G with uRLLC), will broaden
the application spectrum in future.

Depending on the application, the safe optimization can take place continuously or can
be triggered by the operator or automatically by an online anomaly detection. The latter
suggestion is a straightforward implementation, since an expectation distribution already
exists via the regression model. Thus, an intuitive mode of operation would be that posi-
tive affecting anomalies start the safe optimization while negative affecting anomalies are
displayed to the operator so that a decision can be made.

Once the model is trained, the policy by itself can be transferred to a more efficient form,
e.g. a function approximation like ANN or a look-up-table. Furthermore, the default policy
can be regularly checked by the generated knowledge and updated if necessary, so that the
process quality during a continual optimization is ensured. In principle, it is also possible
to use GP-based safety estimates for DRL approaches [FL19] to solve full RL problems and
combine achievements of Chapter 6 and Chapter 7.
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Conclusion 8
The objective of this thesis consists in the scientific investigation of ML methods for indus-
trial process optimization in automation technology, which can be considered as a relevant
field of research due to numerous efforts [Wei+19]. To achieve this goal, five research
questions have been formulated in Section 1.3.1, which will be answered below on the
basis of the results obtained during the presented work. For the first two questions, the
focus is on technical aspects, which have a considerable share in the practical realization of
embedding data-driven decisions to process control.

What will be the role of an industrial control unit within data-driven projects in the
future?

A1 In contrast to traditional PLCs, edge controllers can become important in data-

driven projects beyond the role of a pure field data collector and distributor. As
pre-processor of the field data, they are also able to run decentralized tasks for an
overarching inter-machine purpose or compress the field data for a communication ef-
ficiency improvement. In addition, edge controllers can also host a fully autonomous
ML system and act as an executor of intelligence, which has been demonstrated for
several use cases in the course of this work. To simplify the work within data-driven
projects, an edge controller can also serve as auxiliary device for rapid prototyping to
host field data visualization and feedback functionalities so that there is a common
process understanding of data scientists and domain experts. In the course of the
practical demonstrations, edge controllers were used to perform all these described
roles. In order to efficiently utilize the full power of innovation from scientific and in-
dustrial domains for application-oriented implementations in automation technology,
the role of the edge controller must be flexible. Therefore, the key functionalities are
adaptability and openness of the system architecture to provide an environment in
which multiple building blocks can work together and interact.

How should the industrial control be constructed to enable a closed learning loop?

A2 A closed learning loop requires the implementation of an ML framework which is

integrated into the process control in a real-time capable way. However, since the
process control can be implemented in different forms and may not be negatively
affected by the ML framework workload, the actual process control must be separated
in terms of hardware or executed via isolated CPU cores. In both cases, a shared
memory functionality is required to interact between these software modules. Ideally,
it is possible to subscribe and publish on a shared memory topic, so that the data
exchange can take place as efficiently as possible. For compliance with real-time

123



requirements, it is sufficient to limit oneself to firm real-time, in case conventional
process control can be relied upon in the absence of a timely framework response.

Reaching the vision of smart factories can be interpreted as a two step revolution: First,
technology-driven innovations enabling data processing, and second, data and algorithmic-
driven innovations [Rau20]. The first step has become quite concrete through numerous
works over the last years. By answering the two research questions Q1 and Q2, the techno-
logical aspect for data-driven process control and corresponding optimization has now also
become concrete. The second step, which is related to algorithmic innovation, will enable
the realization of the vision self-optimizing machines [Möh+20; Rau20; Per+16b]. With
respect to the goal of mastering the second step, the following findings emerged.

What ML methods can be used in industrial process interaction for optimization?

A3 Although the potential of iterative learning methods for the manufacturing industry

has been known for a long time [Mon+96; Yin+14], their natural data-inefficiency
and especially their uncertainty does not match to the industry best practice requir-
ing proof of safety [FP18]. Since most industrial processes can be divided into sub-
problems due to their modular structure [JSV21], full RL is not necessarily required.
Often, process parameterization directly leads to process quality. Accordingly, it is
sufficient to consider the immediate rewards, where associative search approaches
are more data-efficient than full RL. Probabilistic ML methods should always be pre-
ferred to black-box approaches whenever possible because of their traceability in
sensitive application areas such as automation technology. Using probability distri-
butions, a model can provide a claim for the possible outcome of an interaction, so
that a rule-based decision can be made as to what residual risk is to be taken for the
purpose of potential process optimization. In the course of this work, therefore, safe
optimization methods were specifically preferred, but a full DRL algorithm was also
applied once to interactively control a process to highlight its principle potential for
process optimization.

How can a ML model be prepared before field interaction begins, so that the effort re-
quired for individual data-driven process optimization projects is minimal?

A4 To answer this question, a distinction must be made between two cases.

First, the classic approach of expensive laboratory experiments requires a time in-
vestment in addition to the physical requirements. To counteract the lack of data-
efficiency, cost-effective simulation-based training can be used to prepare a model
before starting to interact with a field application. Although inefficiency can be cir-
cumvented by simulation-based training, increasing simulation development effort is
in contrast to the ease of use that is necessary for cross-domain approaches. Thus,
the effort required to create a proper simulation environment should always be pro-
portional to the problem to be solved. For example, it does not make sense to invest a
lot of capacity in building a physically correct simulation environment if the problem
is already understood analytically and can be solved accordingly. Therefore, modu-
lar simulation modules should always be preferred, which can be used for several
projects. Inaccuracies can be reduced by techniques such as randomization, so that
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only a few iterations with the real environment are necessary until an acceptable
performance is achieved and further learning can be carried out.

Second, a completely different approach to prepare the model can be chosen under
the assumption that a process is already successfully automated and the focus is
solely on optimization. In this case, a default policy already exists that can be used
as a baseline. If this baseline is used as a basis for conservative exploration in order to
gradually learn the hyper-parameters of safe optimization in a data-driven manner,
it is possible (subject to assumptions on the objective functions) to safely interact
with the field even through effortless and simple preparation. In order to verify the
necessary assumptions, one has to rely on domain knowledge so that process quality
can be guaranteed with certainty.

How can an industrial process be continually optimized during daily production without
violating process quality standards?

A5 By using an efficient, safe optimization framework with an iterative forgetting strat-

egy communicating via shared memory with the process control, industrial processes
can be continually optimized without violating process quality standards. The opti-
mization method estimates the confidence of fulfilling the standards before making
a decision, so that the process is not endangered. These claims have been verified by
the successful application of safe optimization methods for two real-world machines
from different domains. The necessary forgetting strategy ensures that the compu-
tational effort does not increase linearly, which would make permanent online use
impossible. However, not just any strategies are suitable for forgetting, because the
safety estimation of the optimization can be negatively influenced by deleting im-
portant information. Accordingly, the new point to be added should replace a point
that carries less information. To make the underlying GPR more efficient, approxima-
tions should be used, but not every method is suitable for a safe optimization. The
locale approximation by iteratively choosing neighborhoods is well suited for contex-
tual optimization. Another problem arises for the exploration-exploitation dilemma,
which can prevent continual use, especially in high-dimensional space. A proposed
solution is a multi-sub-space approach, which assigns a purpose to each sub-space,
so that it can be considered iteratively whether exploration is reasonable or whether
exploitation is the more appropriate choice.

Even though the results are promising for a wider usage, the term self-learning systems in
automation technology is not synonymous with the complete absence of human interaction.
Rather, the importance of domain experts can be emphasized [Cim+20], which will prob-
ably be less in the classical sense, where the experts adjust process parameters according
to experience, observations and rules of thumb [Mai+19b]. Instead, they are required for
the setup of the methods, for example. For this purpose, the complex hyper-parameter se-
lection has been simplified as far as possible, so that the domain expert is able to set up a
safe optimization for the system with the help of some training, even without an academic
background. Furthermore, with the growing amount of data generated by the model’s in-
teraction and its visualization, domain experts will be able to better understand the process
they have known for decades and use the knowledge generated in the form of defining
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improved default policies or even plant enhancements. In this way, the results of the work
can be a cornerstone on which a long-term increase in efficiency in automation technology
can be achieved, and which should in principle only produce winning sides.

Outlook
To finally empower ML-based methods for industrial process optimization, trust in the per-
manent applicability as part of an overall automation solution must be created. The closing
of the learning loop necessary for consistent optimization of industrial environments makes
RL approaches interesting to consider. However, this class of methods is known for the prin-
ciple of learning from mistakes, which cannot be tolerated in a conservative branch such as
automation technology. Furthermore, the doubt of the decision-makers in industry can also
be found in the black-box-like presentation of the individual methods, especially for RL.
In general, the field of ML can be mystified by an inadequate, superficial communication
of knowledge. In contrast to this, probabilistic approaches in particular can estimate the
uncertainty of their prediction and thus have the potential for risk-aware application. By
building trust in this way, the decision-makers can demand a certain level of confidence
from the system or consult process experts through refinement training if there are uncer-
tainties.

In addition, the finalization of lighthouse projects demonstrates the benefits in a practical
way with a radiance that is captivating and leads to a questioning of one’s own, maybe a
too general criticism regarding ML applications in the past. The two projects presented will
be followed by several projects due to the potential and the opportunities that now exist.

Advances in control and sensor technologies enable the optimization of even more com-
plex sub-processes. Accordingly, a real-time capable server connection to the control system
will likely result in another innovative step with regard to industrial process optimization.
From an algorithmic point of view, it is conceivable to link ML models for quality calcu-
lation with the discussed models. For example, a reliable visual quality control through
TSN [PHR20] can serve as feedback for the process parameter optimization. This evolution
is the logical next step in increasing efficiency in an entire branch of industry, that was
originally initiated and always driven for this very reason: to increase efficiency.
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Appendix A
A.1 List of Desired Capabilities for Edge Controllers

Table A.1.: Desired capabilities for edge controllers regarding field data recordings

Ability Explanation

Equidistant recording
Ability to guarantee equidistant recordings of sensor data
to simplify feature extraction.

High-frequency recording
Ability to record sensor data in cycle time or even over-
sampling and share the recorded data (e.g. > 1 kHz) to
improve feature extraction.

Asynchronous recording
Ability to start and stop recording of multiple channels
asynchronous (different time stamps). The recorded data
is available as shared memory.

Synchronous multichan-
nel recording

Ability to record multiple channels synchronously (shared
time stamps) to combine information given by multiple sig-
nals.

Inter-device synchronous
recording

Ability to share their time stamps to record data syn-
chronously.

Linkage of vision data
with time-series sensor
data

Ability to assign images to sensor signals with a shared time
stamp.

Event-triggered recording
via control code

Ability to share the information about the actual process
state and start recording for a specific step to minimize sig-
nal processing complexity via automating time series sepa-
ration.

Matching the serial num-
ber

Ability to link the information about serial numbers with
their data recordings to detect causalities over several pro-
duction steps.

Streaming of data
Ability to continuously send sensor data or to send short-
term buffered data packages.

Data format standard
Data is stored uniformly and readable for different pro-
gramming languages.

Network availability of
data packages

Ability to communicate via messaging bus and to write to
external databases.
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Table A.2.: Desired capabilities for edge controllers regarding execution of intelligence

Ability Explanation

Compatibility
Ability to include data from different devices (also third
party via gateway).

Intelligent reaction
Ability to use results of trained models on the edge to en-
able intelligent reactions within process control.

Deployment of expensive
models

Ability to use additional hardware for the execution of com-
plex models.

Deployment of external
models

Ability to execute trained models from different frame-
works via an ecosystem like ONNX.

Message queue broker
Ability to subscribe a topic and publish via MQTT or AMQP
to interact between software modules.

API for Python
Ability to run Python scripts and install Python libraries to
use the power of the active research community.

Scalability
Software solutions should be portable between different de-
vices to customize the solution to address new problems on
different hardware.

Low latency
Ability to receive/send commands by/to different devices
with low latency.
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A.2 Pseudocode of SASBO

Algorithm 1: Self-adapting safe Bayesian optimization (SASBO)
Input: fmin, fmax, ℓ0, 1..d, σ2

0 noise, x0
Output: GP

1: Run experiment and get f(x0)
2: Scale observation y0 by (7.1)
3: Initialize GP with ℓ0, 1..d, σ2

0 noise, σ2
1..d = 1.0, x0 and y′

4: for i = 1 to N do
5: Estimate Si by (3.22)
6: Calculate Mi by (3.23)
7: Calculate Ei by (3.24)
8: Calculate xi by (3.25)
9: Run experiment and get f(xi)

10: Scale all observations y by (7.1)
11: Update GP with X and y′

12: if i mod k = 0 then
13: Update constraints acc. to Table 7.4
14: Optimize ℓi, 1..d and σ2

i noise by (7.2)
15: Decrease ℓi, 1..d by 10%
16: Update GP with new hyper-parameters
17: end if
18: end for
19: return GP
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A.3 Pseudocode of SafeMixedBO

Algorithm 2: SafeMixedBO, a multi-pronged safe Bayesian optimization
Input: fmin, fmax, ℓ0, 1..d, σ2

0 noise, x0
Output: GP

1: Run experiment and get f(x0)
2: Scale observation y0 by (7.1)
3: Initialize GP with ℓ0, 1..d, σ2

0 noise, σ2
1..d = 1.0, x0 and y′

4: for i = 1 to N do
5: Calculate exploration sub-space Ei by (7.5)
6: Calculate exploitation sub-space Li by (3.28)
7: Estimate Si within sub-spaces by (3.22)
8: Calculate Mi within sub-spaces by (3.23)
9: Calculate Ei within sub-spaces by (3.24)

10: Calculate ϵi by (7.7)
11: Calculate xi by (7.8)
12: Extend v with vi by (7.6)
13: Run experiment and get f(xi)
14: Scale all observations y by (7.1)
15: Update GP with X and y′

16: if i mod k = 0 then
17: Update constraints acc. to Table 7.4
18: Optimize ℓi, 1..d and σ2

i noise by (7.2)
19: Decrease ℓi, 1..d by 10%
20: Update GP with new hyper-parameters
21: end if
22: end for
23: return GP
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A.4 Justification for Local Gaussian Process
Regression in Safe Optimization
The local GPR uses a subset with ni of n = ni +no points. The no points are at least 3ℓ apart
to the coordinate to be predicted. Lets assume that the optimization is a maximization with
fmin = 1 and 1 < fmax < 5 as the data is iteratively normalized. Furthermore, assume that
local GPR is only used when ni > 50 with RBF kernel.

One can differ between performance-relevant and safety-relevant impact of the approxi-
mation to the optimization. If lGP(xi) ≥ fmin > lLGP(xi) then the approximation affects only
the performance of the optimization because Ŝi becomes smaller. This must be accepted to
take advantage of the prediction acceleration by approximating. If lGP(xi) < fmin ≤ lLGP(xi)
then the approximation is safety critical because Ŝi would increase. This risk cannot be
accepted for safe optimization.

If one can prove that

lGP(xi) < fmin ⇐⇒ lLGP(xi) − ϵ < lGP(xi) (A.1)

with a small constant ϵ, then all safety critical cases can be transformed into performance
relevant cases:

ŜLGP = {x ∈ X D|lLGP(x) − ϵ ≥ fmin}. (A.2)

In this way, ŜLGP ⊆ ŜGP and the safe optimization using LGP is as safe as the standard one,
but might be less effective.

Theorem: Let GP be defined by (3.3) with zero mean, RBF kernel and x = [x1, ..., xn]
with min(x) > 1 and max(x) < 5. If LGP is obtained by removing an arbitrary point xn,
which is at least 3ℓ apart to the prediction coordinate x∗, then (A.1) holds.

Proof : The lower confidence bound of the prediction point x∗ is

lGP(x∗) = µGP(x∗) − βσGP(x∗) = ΣT
∗ Σ−1f̂n − β(Σ∗∗ − ΣT

∗ Σ−1Σ∗)

for GP and,

lLGP(x∗) = µLGP(x∗) − βσLGP(x∗) = ΠT
∗ Π−1f̂ni − β(Π∗∗ − ΠT

∗ Π−1Π∗)

for LGP. According to block form inversion [CQ16], Σ−1 can be obtained based on Π−1, as
LGP has one point less than GP. Hence, it is possible to obtain µGP(x∗) and σGP(x∗) based
on µLGP(x∗) and σLGP(x∗) respectively.

ΣT
∗ Σ−1f̂n =

[
ΠT

∗ k(x∗, xn)
] [Π−1 + 1

c Π−1knkT
n Π−1 − 1

c Π−1kn

− 1
c kT

n Π−1 1
c

][
f̂n−1

f̂(xn)

]
=

ΠT
∗ Π−1f̂n−1 + kT

n Π−1f̂n−1

c

[
ΠT

∗ Π−1kn −k(x∗, xn)
]

− 1
c

ΠT
∗ Π−1knf̂(xn)+ 1

c
k(x∗, xn)f̂(xn)

A.4 Justification for Local Gaussian Process Regression in Safe Optimiza-
tion
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where c = 1 − kT
n Π−1kn and kT

n = [k(xn, x1), k(xn, x2), ..., k(xn, xn−1)].

Considering that µLGP(xn) = kT
n Π−1f̂n−1, and kT

n Π−1f̂n−1 ≈ f̂(xn):

ΣT
∗ Σ−1f̂n ≈ ΠT

∗ Π−1f̂n−1 + f̂(xn)
c

[
− k(x∗, xn)

]
+ 1

c
k(x∗, xn)f̂(xn).

Hence:
ΣT

∗ Σ−1f̂n ≈ ΠT
∗ Π−1f̂n−1. (A.3)

In the same way, σGP(x∗) is obtained based on σLGP(x∗):

ΣT
∗ Σ−1Σ∗ =

[
ΠT

∗ k(x∗, xn)
] [Π−1 + 1

c Π−1knkT
n Π−1 − 1

c Π−1kn

− 1
c kT

n Π−1 1
c

][
Π∗

k(x∗, xn)

]
=

ΠT
∗ Π−1Π∗ + kT

n Π−1Π∗

c

[
ΠT

∗ Π−1kn−k(x∗, xn)
]

− k(x∗, xn)
c

ΠT
∗ Π−1kn + 1

c
k(x∗, xn)×k(x∗, xn)

where c = 1 − kT
n Π−1kn and kn = [k(xn, x1), k(xn, x2), ..., k(xn, xn−1)].

Schur complement implies that Cov(x∗, xn) = k(x∗, xn) − ΠT
∗ Π−1kn, and Cov(x∗, xn) ≈

k(x∗, xn). Considering that kT
n Π−1Π∗ = ΠT

∗ Π−1kn, because Π is symmetric positive semi
definite matrix:

ΣT
∗ Σ−1Σ∗ = ΠT

∗ Π−1Π∗ + 1
c

k(x∗, xn) × k(x∗, xn). (A.4)

Considering that Σ∗∗ = Π∗∗, according to (A.3) and (A.4):

lGP(x∗) = ΣT
∗ Σ−1f̂n − β(Σ∗∗ − ΣT

∗ Σ−1Σ∗) ≈

ΠT
∗ Π−1f̂n−1 − β(Π∗∗ − ΠT

∗ Π−1Π∗) − β

c
k(x∗, xn) × k(x∗, xn).

If |x∗ −x| ≥ 3∗ ℓ, then exp
(

− (3ℓ)2

2ℓ2

)
< 0.011, which implies that k(x∗, x) < 0.011. Hence:

lGP(x∗) > lLGP(x∗) − ϵ

By experiments with Schwefel test function, one can find that ϵ ≪ 0.1 for the applied
normalization under the made assumptions.
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A.5 Evaluation Metrics for Contextual Safe Optimization
For an associative search (2.1), the evaluation metrics introduced in Section 7.3.4 are re-
quired to be adapted:

ři(xi, zi) = f(x∗, zi) − f(xi, zi) (A.5)

The optimization goal of associative search (2.1) can be reformulated by using the regret
instead of the immediate reward:

π∗(z) := arg min
a∈A

E[ř(a, z)],

π∗(z) := arg min
π∈Π

E[ř(π(z), z)].
(A.6)

To evaluate the quality of efficient problem solving, the cumulative regret is used:

Ři =
i∑

j=1
ři(xj , zj). (A.7)

As soon as Ři is sub-linear, π∗(z) is approximately learned by the algorithm for most occur-
ring z. The sub-linearity of the cumulative regret can be verified when

lim
i→∞

Ři

i
= 0 (A.8)

is true, since the minimal value of ři(xi, zi) is zero. Thus, the sub-linearity of the cumulative
regret indicates a convergence to the optimum.
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A.6 Pseudocode of ESCBO

Algorithm 3: Efficient safe contextual Bayesian optimization (ESCBO)
Input: fmin, fmax, ℓ0, 1..d, σ2

0, noise, h(z)
Output: GP

1: Obtain current context z0
2: Calculate x0 by (7.18)
3: Run experiment and get f(x0, z0)
4: Scale observation y0 by (7.1)
5: Initialize GP with ℓ0, 1..d, σ2

0, noise, σ2
1..d = 1.0, x0 and y′

6: for i = 1 to N do
7: Obtain current context zi

8: Find local neighborhood for zi

9: repeat
10: Delete less informative point within neighborhood
11: until neighborhood contains more points than budget
12: Scale observations y by (7.1)
13: Set local GP
14: Calculate exploration sub-space Ei by (7.5)
15: Calculate exploitation sub-space Li by (3.28)
16: Estimate Si within sub-spaces by (3.22)
17: Calculate Mi within sub-spaces by (3.23)
18: Calculate Ei within sub-spaces by (3.24)
19: Calculate ϵi by (7.17)
20: Calculate xi by (7.18)
21: Extend v with vi by (7.6)
22: Run experiment and get f(xi, zi)
23: Update X and y
24: end for
25: Update GP with X and y′

26: return GP
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A.7 List of Test Functions used for Evaluation
The origins of test functions can be found in literature [MY13]. As the used test functions
were modified for evaluation of safe optimizations, these modifications are listed below.
The Bohachevsky test function is defined by

fBohachevsky(x) =
∑d−1

r=1
[
x(r)2 + 2x(r+1)2 − 0.3 cos(3πx(r)) − 0.4 cos(4πx(r+1)) + 0.7

]
d − 1

+ 5,

(A.9)
with fmin = −2.5 as safety threshold. The Cola test function is defined by

fCola(x) = −
d∑

i<j

(
r(i,j) − D(i,j)

)2
+ 450, (A.10)

ri,j =
√

(x(i) − x(j))2 + (y(i) − y(j))2, (A.11)

D =
[
D(i,j)

]
=



1.27
1.69 1.43
2.04 2.35 2.43
3.09 3.18 3.26 2.85
3.20 3.22 3.27 2.88 1.55
2.86 2.56 2.58 2.59 3.12 3.06
3.17 3.18 3.18 3.12 1.31 1.64 3.00
3.21 3.18 3.18 3.17 1.70 1.36 2.95 1.32
2.38 2.31 2.42 1.94 2.85 2.81 2.56 2.91 2.97


, (A.12)

with fmin = 0.0 as safety threshold. The Paviani test function is defined by

fPaviani(x) = −
10∑

r=1

[
log2

(
10 − x(r)

)
+ log2

(
x(r) − 2

)]
−

( 10∏
r=1

x(r)10

)0.2

, (A.13)

with fmin = −10.0 as safety threshold. The Schwefel26 test function is defined by

fSchwefel26(x) = −418.9829d +
d∑

r=1
x(r) sin(

√
|x(r)|) + 400, (A.14)

with fmin = −5.0 as safety threshold. The Styblinski-Tang test function is defined by

fStyblinski-Tang(x) = −1
2

d∑
r=1

x(r)4 − 16x(r)2 + 5x(r), (A.15)

with fmin = 10.0 as safety threshold.
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